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Abstract. We present a new approach for
solving the @ncurrency ntrol problem in
completely distributed collabarative apgications.
The main advantages of our appoach are the
simplicity of use and good resporsiveness as
there are no lock mecdhanisms. The general
structure of the algorithm is apgication
independent, which it makes it suitable for
general collabaration frameworks. The algorithm
apdiesto aset of apgications that use tree as an
internal data structure. This is not a serious
constraint since many apgdications use XML
(exensible Markup Languag) for data
representation and exdange and pasing XML
documents results in tree structures. An example
apdication d the algorithmisimplemented in the
DISCIPLE collabaation framework. The
example appications are a group text editor and
a whiteboard. We discuss the use of awareness
widgets to increase the dficiency of collabarative
work.
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1. Introduction

Cooperative dliting systems are multi-user
systems where the adions of one user are
instantaneously propagated to al the other
participating users. An instance of a cllaboration
system is informaly cdled a sesson. These
systems can be used to allow geographicdly
dispersed people to edit text documents [2], [1],
to draw in a shared whiteboard or to hdd a
brainstorming meding [11]. The ollaboration
systems are daraderized by the following
spedfic  requirements  [1]: () Good

resporsiveness—the resporse to locad user's
adions dhoud be rapid (idedly as in the single
user applicaions), (2) Distributed and fault
tolerant—cooperating users may reside on
diff erent machines that may crash at any time and
(3) Unconstrained—multiple users are dlowed to
concurrently and fredy edit any part of the
document at any time. These requirements are
independent of the gopli caion semantics.

Building collaborative gplications from scratch
is adifficult and challenging task. We developed
a distributed framework, cdled piscipLe [5], for
building fault tolerant collaborative goplicaions
from single-user beans (Java Beans-compliant
comporents, applets, and applicdions). A Beanis
a reusable software modue caable of pulishing
or registering its interfaces under certain contexts
[10]. Beans use events to communicae with ather
Bears. A Bean that wants to recave events (a
listener Bean) registers its interest with the Bean
that fires the event (a source Bean). pisciPLE
loads Beans at runtime and makes them
collaborative by creding dynamic adapters for
sending and receving the events.

One of the most significant problemsin designing
and implementing cooperative dliting systems
with replicaed architedure is maintaining the
consistency of replicaed dacuments. A major
task in consistency maintenance is concurrency
control. The @ncurrency control algorithm
presented here atempts to fulfill all of the ove
requirements. However, as it is detailed later in
the paper, we impose some restrictions regarding
the third requirement, bu we ague that these
restrictions are natural in acomplishing a
commontask in a ollaborative evironment.



The paper is dructured as follows. Sedion 2
briefly reviews the biscipLE framework, focusing
on event-based collaboration and dynamic
loading of applicaions. Sedion 3 presents our
algorithm for solving the @ncurrency control
problem based on a spedfic example and aso
discuses the possbhility of generalizing the
algorithm to any type of applicaions. Finaly, we
summarize our major findings and ouline the
future work.

2. DISCIPLE Framework Design

We define a ollaboration sesson as a set of
participant  systems  conreded by a
communication retwork. A participant system is
cdled a site and the condtion imposed is that
there shoud be one site per user. Any site an and
shodd communicate with any other site. A
configuration is defined as a structure that holds
the adive sites, ' = <S,4,... Siv>.

Each site hosts an applicdion that collaborates
with the eplications from remote sites. Each
applicdion implements a set O with arbitrary
number of operations: Op;, Op,, ... Opn. A site
sends events to the others in an operation
independent manner. When a site recaves an
event, it identifies and performs the operation(s)
spedfied by the event.

We asme that the gplicaion state & eadt site
is represented as an apdication dacument which
is a pasdve data objed; examples include atext
document, a CAD objed or a 2D or 3D drawing.
The eplicaion daument is modified by the
operations included in the set O. We say that the
applicion dauments at two sites a and 3 are
the same at the time t if the following two
condtions had: (a) =S where &, is the
applicaion dacument at the site a at timet and §
is the gplicdion daument at the site 3 at the
same time, and (b) no messages are in transit
between the sites. The crfiguration d sites is
corred if any two dstinct sitesa and3 O I have
the same gplicaion dauments. A key isae in
distributed frameworks is maintaining the
corrednessof the configuration in the presence of
concurrent access

2.10rdering of Events

We @ame that the events transmitted in the
network cannd be lost but no ader is guaranteed
at the receving. Generally, the operations defined
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Figure 1: Non-overlapping and overlapping operations.

by applicaions do nd commute. Following the
Lamport’s approach [3] we define a partial
ordering of al eventsin terms of loca generation
and exeaution sequences of the operations
associated with the events.

Given the events g, and g3, generated at the sites
a and B, then e, precales e if and orly if:
(i) o=p and e, was generated before e or (ii)
a#B and the eeattion o correspondng
operation at the site 3 for e, happened before the
generation d e;. We define the precalence
property: if one event e, preceles ancother e, then
the exeaution d the rrespondng operation at
eath site of the event e, happens before the
exeaution d eg.

The precealence property does not guarantee
corredness of the mnfiguration. For example,
consider a two-site system I =<§,$> and
asume that the gplicdions on bdh sites are the
same with the event orderings as sown in
Figure 1. In the nonoverlapping case, the event
e, precales the event ez and bdh applications
exeaute the operations assciated with the two
events in the same order resulting in convergence
However, when the operations overlap thereis no
precalence between e, and e and the
configuration will be incorred because the
correspondng operations do nd commute. We
say that two operations are logcally non
concurrent if the following condtions had: (i)
the two operations overlap and (i) the two
operations commute, in the sense that the
applicion daument is the same regardless the
order of exeauting the operations.

2.2Dynamic Adapters

DISCIPLE is organized in two independent layers
[5]: the communication layer cdled collabaration
bus, deding with event exchange, dynamic
joining and learing, concurrency control and
crash remvery and the graphical user interface
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Figure 2. Event capturing and symmetric distribution scheme in
DISCIPLE: (1) The Event generated by the Event Source in the
Locd Bean, instead of being delivered drectly to the locd Event
Listener, isintercepted by the associated Event Adapter and (2) sent
to the Collaboration Bus. (3) The bus multicasts the event to all the
shared Beans (remote and locd). (4) Each Event Adapter receives
the multicast event.

layer, offering a standard user interfaceto every
applicaion bean imported into biscIPLE.

According to the Java event model [10Q], any
objed can dedare itself as a source of certain
types of events. A source has to either foll ow
standard design patterns when giving names to
the methods or use the Bean Information classto
dedare itself a source of cetain events. The
source shoud provide methods to register and
remove listeners of the dedared events.
Whenever an event for which an oljed dedared
itself as a source is generated, the event is
multicast to all the registered listeners. The
source propagates the events to the listeners by
invoking a method onthe listeners and passng
the crrespondng event objed.

Event adapters are needed since acollaboration
modue caina know the methods for arbitrary
events that an application programmer may come
up with. Event adapters are equivalent to ojed
proxies (stubs, skeletons), with the diff erence that
the event adapters need to be registered as
listeners of events ® that the ollaboration
modue is natified abou the gplicaion's date
changes. The basic structure of bisciPLE is
presented in Figure 2.

Our goal is to make Beans coll aborative withou
atering their source @de to adapt them to ou
framework. piscipLE |oads the Bean and examines
the manifest file in the Bean's JAR file for the
information to automaticdly crede the alapters.
The aapters are generated with the @de
necessry to intercept the events, pass them to
piIsciPLE to be multicast remotely and badk
locdly, recave them after being multi cast into the
network, and pass them to the locd bean. The
code is then automaticdly compiled and the

Bean's class path updited to contain the adapter
classes.

The sites communicae with ead aher using a
reliable multicast protocol [4]. A multicast
sesson is uniquely defined by a multicast IP
addressand a port number. There is no ndion o
server in bisciPLE, SO When a site joins, it simply
joins the multicast group. This architedure is
scdable ad reslient to ste failures.
Unfortunately, true multicast is not aways
feasible since many network routers and firewall s
do nd suppat IP multicast addresss. To
overcome this problem, we implemented a
simulated multicast protocol based on TCP. In
this case, the first site that gets darted in a
configuration kecomes a centralizer for the
configuration. Each new site sends to the
centralizer an authenticaion messge upon
joining the sesson. The centralizer accepts the
new site and establishes a nredion with it.
When a site wants to send an event it, sends the
event to the centrali zer, which multicasts it to al
the sites.

2.3.Coallaboration Using XML

piscipLE alows importing and sharing arbitrary
Java Beans. A classof beans of particular interest
here ae data-centric beans that use XML markup
language [9] as the communicaion medium. Our
applicaions use XML to represent the data model
and exchanged messges. XML suppats the
notion d separation between view and cata. The
same data can be rendered in dff erent ways to an
on-screen representation.

The data-centric groupware paradigm separates
model events (document modificaions) and view
events (view modficaions). It offers the
following advantages over conventional,
appli cdion-centric groupware:

e Model-view separation at the document level
viaXML/XSL documents

e Simple mmunicaion potocol with a
standard message format based on ASCII
XML messages

e A single data structure (tre@ and an
asciated limited set of operations

The last item is particularly important for
advanced concurrency control tedhniques, sinceit
offers a single data structure for application
documents. XML parser parses the source XML



document and generates a tree the so-cdled
DOM tree (Document Objed Model). Therefore,
the DOM tree aises naturally as the gplicdion
document for a dass of biscipLE beans, and
consequently, the concurrency control algorithm
presented here is based on tree data goplicaion
documents.

3. Thealgorithm

This ®dion pesents our approacd to solving the
concurrency control problem. For simplicity, the
algorithm is first presented on a particular
example (a text editor) and then generalized to
other applicaions.

A simple text processng system might have a
charader string as its applicaion daument [2]
and define two operations O, and O,, where:

Os=insert(X;P) = insert charader X at
position P
O,=delete(X) = delete the darader at
position P
In this very smple cae, any two operations that
overlap (Figure 1) will aso be logicdly
concurrent, so they will corflict. In [2] a

transformation based algorithm is proposed in
order to maintain the @rredness of the
configuration. Although this is a powerful
solution, it is hard to implement and there ae
courter examples to it [12]. We believe that this
problem can be solved in an easier manner by
modifying the structure of the aplicaion
document.

We asme that the internal data structure of the
applicaion daument is atree(Figure 3) and ead
node in the treehas a unique 1D for all sites. Our
algorithm is entirely distributed and resilient to
site failures, in the sense that the remaining sites
can continue withou interruption. Operations are
exeauted at their originating site immediately and

Document
Paragraph 1 Paragraph n

Figure 3. Tree structure of the gplicaion dacument for a text

editor.

locks are not necessry in order to access the
data. We say that a nonled vertex is simple if it
belongs to the level before the led-level in the
treestructure.

Intuitively, the dgorithm works as foll ows. When
a user inserts a charader, the locd site computes
the path from the rocot to the inserted charader
and lroadcasts this path to al the other
participating sites, aong with the paosition d the
inserted charader relative to the word in which it
is inserted. Paragraphs end with a cariage return
charader, sentences end with a dot charader or
with a cariage return charader, and words end
with the space tarader or dot charader or
cariage return charader. These spedal charaders
are treaed dfferently. When a spedal charader
getsinserted, the locd site aedes anew vertex in
the tree by asdgning it an ID and lroadcasts this
information to the other sites. The same
procedure gplies in case the user deletes a
charader. If the dharader is a speda charader
the rrespondng vertex is removed from the
tree

In the cese the operations do nd overlap, the
partial order preserves the wrredness of the
configuration. If two operations overlap bu
accessdifferent vertices (e.g., inserting charaders
in dfferent words), than the operations are
logicdly non-concurrent, so the mrrednessof the
configurationis also preserved by partial ordering
alone.

However, when the operations overlap and access
the same vertex, the @rredness of the
configuration is no longer maintained. To solve
this problem, we impose an additional restriction
that no more than two users can accessthe same
simple vertex concurrently (this is assumed bu
not enforced). Even if this restriction is in
contradiction with the general requirement of
unconstrained coll aboration, we believe that it is
natural in any collaborative gplicaion. For
example, in the text editor case, it is unlikely that
more than two users will insert or delete
charaders in the same word. In aher
collaborative  gplicaions (eg., a shaed
whiteboard), it is also very unlikely that more
than two users will want to manipulate
concurrently the same figure.

When a dte deteds that two overlapping
operations access the same simple vertex, it
initiates a synchronization operation with the
other involved site, as there caana be more than



two sites involved acoording to the restriction
introduced above.

3.1Data Structures

Tree dtructure. Each site o maintains its
applicaion daccument in atreestructure, T,. Eadh
nonled vertex has an asciated urique 1D,
which is the same & al sites. The alditional
information maintained a eah nock is
applicaion-spedfic. For a text editor example,
eat nonled vertex must keep a starting and an
ending point relative to the beginning of the
document. However, no matter what the
applicdion is, ead vertex keeps aso an integer
value, that is used to deted if the operations
overlap or not. This value can be obtained using
the methodval (ohj1D).

Events. Events are tuples of the form e = <a, d,
p>, where a is the sending site’s identifier, d is
the information assciated with the event
(operation and parameters) and p is the assciated
path from the root of the tree to the referred
vertex. In p there is aso transmitted an integer
value aciated with the accesed node. There
are four methods for getting from an event e the
Ste id, data, the path to the accesd vertex id
along with the accesd vertex, and the number
asociated with the vertex: siteld( €), data( €),
path( €),val( €).

3.2Algorithm

We now give a predse formulation d the
concurrency algorithm exeauted at the site a.

Initialization:
Tq € empty

Generate operations:
receive operation o from the user
interface
if (0 is a create operation)
newlD < create a new ID
create a new vertex with associated
id
p < path from root to the new vertex
Ta € Tat+p
parlD <« id of the parent of the
newly created vertex
increment the value associated with
the vertex parlD
create event e fromid, p and o
broadcast e to all other sites
if (0 is a delete operation)
id < theid of the accessed vertex
p < path from root to the accessed
vertex
Ta € Ta- p
modify all the vertices in the tree
depending on the deleted vertex

parlD < id of the parent of the
deleted vertex
increment the value associated with
the vertex parlD
create event e fromid, p and o
broadcast e to all other sites
otherwise
id <€ theid of the accessed vertex
p < path from root to the accessed
vertex
d < information of the operation
relative to the accessed vertex
increment the value associated with
the vertex
execute the operation o
create event e fromid, p, d and o
broadcast e to all other sites
endif

Receive operations:
receive e=< (3, o, p> from the network
if (0 is a create operation)
p € path(e)
parlD < id of the parent of the
newly created vertex
Ta € Tatp
val € val(parlD)
newVal < val(e)
if (val>=newVal)
synchroni ze( a,B)
else
increment the value associated
with the verte  x
if (0 is a delete operation)
parlD < id of the parent of the
deleted vertex
p € path(e)
Ta € Ta- P
modify all the vertices in the tree
depending on the deleted vertex
val € val(parlD)
newVal <& val(e)
if (val>=newVal)
synchroni ze( a,B)

else
increment  the value associated
with the vertex
otherwise

id < theid of the accessed vertex

p € path from root to the accessed
vertex

d < information of the operation
relative to the accessed vertex

execute the operation o

newVal <& val(e)

if (val>=newVal)
synchroni ze(a,B)

else
increment the value associated

with the vertex
end

The initialization part simply sets the tree to
empty. The semnd sedion receves a locd
operation. If the operation is to crede a new
vertex in the tree (e.g., inserting a cariage return
charaaer, which will creage anew paragraph) a
new vertex is creaed with a unique id. To asaure
the uniquenessof the id at all sites, the vertex id
is creded in a reaursive manner. Each site
maintains a sequence number for ead level on
the tree For the text editor, the site will maintain
a sequence number for paragraphs, sentences and



words. To creade a new vertex id, we simply
append the sequence number to the path in the
tree For example, for the site with the id=1, a
paragraph can have the ids: 1.1, 1.2,etc., and a
sentence can haveids:; 1.1.1, 1.1.2¢tc.

The synchronize() ~ procedure is a point-to-point
communication ketween the two involved sites
and it aswres that, in case that two operations
overlap and the operations refer the same vertex,
the gplication dacuments of the two sites are the
same. In ou current implementation, the site with
the smallest id updhtes the gplicaion daument
of the other site. There ae dso aher posgble
ways to oltain a ammmon applicaion dacument.

3.3.Analysis

We aalyze here the case when two users
concurrently modify the same vertex. We asaume
that both sites have the same initial applicaion
document, the string “abcd”. If the first user
makes an insert(1,"x") and the second performs
an insert(1,"y") , thefirst user will after that see
“xabcd” and the second will see ‘yabed”. After
the synchronize() procedure is exeauted, the
seoond wer will have dso the same state
“xabcd”. This stuation can be very confusing for
the second wser, for he will not understand what
happened. In ader to make the user aware of
other users adions, we developed in bisciPLE
several types of group awareness widgets.
Telepointers are widgets that allow a given user
to track remote users' cursors [6]. Figure 4 shows
the text editor bean imported in pisciPLE with
telepainters. In addition, the users can exchange
messages, post small notes, and anndate regions
of the bean window.

During the testing of the text editor, we naticed,
however, that the dgorithm fails to maintain the
corredness of the cnfiguration in some spedal
cases. Suppcese that two sites have the string
“Good student” as the same initial application
document. Suppase dso that the first user wants
to delete the space tarader (and destroy the
word, which is equivalent to deleting an vertex)
and the second ser wants to add an “s’ to the
second word, and the two operations overlap.
After exeauting eat o the locd operations, the
first user will have the string “Goodstudent” and
the seand “Good students’. When the delete
operation arrives at the site 2, the site changes its
applicdion daument to “Goodstudents’. But
when the insert operation arrives at site 1, the
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Figure 4. The text editor application in the DISCIPLE framework.
The user sees own and remote users' cursors. If two cursors overlap it
means that those two users work in the same area of the applicaion,
and, therefore, they may perform concurrent adions.
vertex it was referring to (the word “student™)
does not exist anymore, so the operation canna
be exeauted. To solve this problem, when a delete
operation cceurs, the vertex is not adualy
deleted from the tree structure, but only marked
for deletion. When an operation on a marked
vertex is requested, the recaving site will initiate
synchronize() ~ With the sending site on the parent
vertex of the deleted ore. To reduce the
dimensiondity of the tree we implemented a
garbage mlledor that regularly scans al the
structure and deletes the marked nodes if they
were not used within a cetain amourt of time.

3.4.Extending the Algorithm

To demonstrate the generality of the dgorithm,
we dso developed a dasdc shared whiteboard
cdled Flatscgoe, in which two ar more users can
collaborate to crede a omplex 2D drawing. In
this application, the treestructure is also a natural
solution for the gplicaion dacument structure, as
we define anumber of figures (redangles, circles,
etc.), ead ore with its properties. We impose an
analogue restriction, in the sense that maximum
two users can access concurrently the same
figure.

There ae some important diff erences between the
two types of applicdion. In texteditor we have a
fixed number of levelsin the treestructure, while
in Flatscgpe the number of levels can vary
significantly because of the groupng and
ungrouping feaures for the scene objeds. In our
current implementation, we do nd suppat group
and urgroup, so the number of levelsin thetreeis
aso constant (equal to 2). Ancther important
difference is that for the texteditor all the insert
and dcelete operations are performed relative to
vertices that are in the lower levels of the tree
(e.g. words), while in Flatscagpe dl the insertions



are relative to the roat of the tree (the document
itself). Neverthelessthe dgorithm performs very
well on bdh types of applications.

4. Summary and future work

Asynchronows exeaution d processes and
communication  ddays poatentially  crede
nondeterminism in dstributed/replicaed systems.
Imposing a total ordering to the events can solve
this problem at the price of degrading the
resporsiveness of the system, espedaly in
systems with a large latency. There ae other
solutions to this problem such as those based on
operation transformations [2], undo operations
[7], or using the cncept of constructor-based
hierarchicd lock compatibility tables [8]. This
paper presents a solution to the @ncurrency
control problem based on the tree structure of
eat applicaion daument, which reduces the
overhead of applying operational transforms or
undo ogrations. We implemented the dgorithm
for two dfferent applicdions using standard
XML parsers to crede and maintain the tree
structure of eadt applicaion dacument.

Becaise the locd operations are exeauted
immediately withou locking pdlicies, the
resporsiveness of the system is good, very close
to the single-user application resporsiveness The
algorithm is completely distributed since no
centralized information is asumed. If any site
crashes, the remaining sites are &le to continue
the oollaborative work. The dgorithm is also very
flexible in the sense that its granularity can be
dynamicdly increased o deaeased depending on
the gplicaion spedfic requirements (i.e., the
simple vertices can be reaursively divided into
simpler objeds).

Our continuing work focuses on better solutions
to the situations when conflicts occur such as
gituations discussed in Sedion 3. We ae
implementing a new mechanism that will suppat
concurrency control based on opration
transformations [2] for the overlap operations that
arelogicdly concurrent.
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