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Abstract

In this paper, we describe a technique to animate volumes using a
volumetric skeleton. The skeleton is computed from the actual vol-
ume, based on a reversible thinning procedure using the distance
transform. Polygons are never computed, and the entire process re-
mains in the volume domain. The skeletal points are connected and
arranged in a “skeleton-tree”, which can be used for articulation in
an animation program. The full volume object is regrown from the
transformed skeletal points. Since the skeleton is an intuitive mech-
anism for animation, the animator deforms the skeleton and causes
corresponding deformations in the volume object. The volumetric
skeleton can also be used for volume morphing, automatic path nav-
igation, volume smoothing and compression/decimation.
Keywords:Volume Graphics, Skeleton, Animation, Volume Defor-
mation.

1 Introduction

The field of volume graphics is gaining momentum as volumetric
datasets become more widespread and the computational power to
render these datasets becomes available. The goal of volume graph-
ics is to replace the traditional polygon-based graphics pipeline with
a volume-based pipeline. This includes volume modeling, anima-
tion and rendering. Tools for deforming and animating volumet-
ric objects have applications in scientific and medical visualization
and, lately, in commercial animation where computational simu-
lations and volumetric models are used for generating realistic ef-
fects. However, because the volumes are large and rendering is non-
interactive, manipulating volumetric objects is difficult and non-
intuitive.

In standard graphics processing, articulated skeletons are often
used for deformation and animation [21]. In this paper, we propose
using volume-based skeletons to control animation and deforma-
tion in volumetric objects. Skeletal voxels are determined directly
from the volume objects. The voxels are arranged in a skeleton-tree
which can be manipulated like standard articulated skeletons, i.e.,
deformed and animated. The volume objects can then be regen-
erated from the skeleton-tree for rendering. There are three steps
in skeleton based animation: computation of the skeleton and the
skeleton tree (skeletonization), animation of the skeleton (deforma-
tion) and, finally, regeneration of the object from the animated skele-
ton (reconstruction).

The skeleton-tree is intuitive because it suggests the shape of the
object. A key feature of the skeleton-tree is that it can be imported
into traditional animation environments and animated, allowing an-
imators to use their existing library of motion control tools, like
motion capture, parametric key frame animation, constraint-based
inverse-kinematics and dynamics, etc. The advantage of using a
completely volumetric method is that we avoid errors introduced by
fitting surfaces or geometric primitives to the native form of volu-
metric data. Furthermore, the method is computationally efficient,
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and functionally intuitive.
Section 2 reviews previous work related to volume animation. In

section 3 we describe our algorithm for skeleton extraction and, in
section 4, show how it can be used to construct a skeleton tree for
animation. Section 5 describes the reconstruction technique for re-
covering the complete deformed object from the deformed skeleton.
This paper focuses on reconstruction binary objects; however we
discuss extensions for general reconstruction in section 7. Results
are presented in section 6.

2 Related Work

Volume graphics is a relatively new field, and the work on model-
ing/animation for non-scientific applications is sparse. Most of the
approaches convert the volume models to polygonal models, and
perform the deformations and animations in the polygonal domain.
This process incurs fitting errors and generates a large number of
primitives, affecting accuracy of reconstruction and computational
cost of the animation process respectively. Furthermore, it defeats
the purpose of volume graphics. In polygonal graphics, spline and
patch models are popular, where the designer adjusts the shape of
objects by adding or deleting control points, or by changing their
weights [14]. Making changes can be laborious and even a per-
ceptually simple change may require adjustment of many control
points. Many solutions have been proposed, including grouping of
control points and binding of control points to a user defined skele-
ton.

Other work in volume modeling/deformation involves applying a
transformation to every voxel in the object (free form deformation)
or defining a physical model for the full object (physically-based de-
formation). The computations can include spring-like models, con-
tinuum models [14] and finite element methods [7]. Gibson and
Mirtich [14] have presented a survey of work done in modeling de-
formable objects. Physically-based animation is used for realistic
modeling of collision and deformation. Chen et al. [7] propose a
volumetric mass spring model and a FEM model for animating vol-
umetric objects. Gibson [13] has suggested the 3D Chain Mail algo-
rithm to propagate deformation through a volume rapidly. These are
sophisticated techniques requiring specification of material proper-
ties like elasticity and are sometimes an over-kill for animators in-
terested in simple and fast articulated deformation.

Kurzion and Yagel [18] have proposed a method where volumes
are not directly deformed, but the rays used to render the object are
deformed. Light rays are deformed by a deflector, which is a vector
of gravity positioned in space with a spherical field of influence. The
deformation is realized by the renderer, thus tying the deformation
mechanism to the rendering scheme. The method is not completely
intuitive for animators and computational time is proportional to the
number of deflectors (which can be large).

Another form of volume animation is targeted deformation, or
volume morphing. A source and a target object are specified and
the deformation algorithm generates intermediate objects [17, 15].
These methods cannot be used in the context of animating an object
since a target model is not available. They could however be used
for in-betweening key frame objects generated by other deformation
techniques.



The approach we take in this paper is to compute a volume skele-
ton and� use that for specifying the deformations. The volume skele-
ton is computed based upon the distance transform, and distance
transform values are stored so that the object can be re-grown. The
approach, in principle, is similar to implicit modeling [1, 2, 3, 5].
In implicit modeling, the primitives (points, lines, surfaces, etc.) of
an implicit model can be treated as its skeleton. There are problems
with animating the implicit skeleton. These include coherence loss
when two primitives from the set composing a character are placed
too far from each other, unwanted blending when two unblendable
parts of an object, e.g. hands and legs, are placed too close to each
other and blended, and volume variation.

In order to use the implicit modeling approach to animation, an
existing volume object has to be first fitted with an implicit model.
Fitting an accurate model is hard and the reconstruction process has
to deal with artifacts like bulges for branching shapes [2]. Ferley
et al. [9] have proposed a method for implicit reconstruction of
branching shapes from scattered points. They use a Voronoi method
that yields a complex geometric skeleton consisting of lines and
polygons A pruning algorithm is thus necessary to remove skeletal
elements that have no perceptual significance. The simplification is
lossy with respect to surface detail, and discontinuities on the sur-
face are hard to model. The skeletonization process is ���	��

������� ,
where � is the number of scattered points, and has to address nu-
merical issues involved in computing the Voronoi diagram for arbi-
trary point sets. Furthermore, computing a good implicit function is
non-trivial, and involves computing the zeros of a high degree poly-
nomial for each skeletal point [3]. Techniques for reconstruction in-
clude ray tracing, scan conversion and polygonization, which usu-
ally involve substantial floating point computation [5, 4, 23].

By keeping the volume deformation pipeline in the volume do-
main, we avoid the complexities associated with using implicit mod-
eling for volume deformation as outlined above. In the next section,
we describe our algorithm for skeleton extraction and show how it
can be used to construct a skeleton tree.

3 Skeleton Extraction

The skeleton is a useful shape abstraction that captures the essential
topology of an object. It refers to a thinned version of the original
object (raster,volume) which still retains the shape properties of the
original object. It is related to the medial-axis which is the locus
of points centered with respect to the boundaries of an object. For
three dimensional objects, the medial-axis is not just a curve, but a
surface, often called the medial-surface. A centerline is a curve like
representation of the medial-surface for 3D shapes. For a survey of
thinning and geometric skeletonization methods, see [11]. Since the
skeleton is a reduced representation, an intuitive method for shape
deformation involves manipulating the skeleton which causes cor-
responding deformations in the object. The skeleton of a volume
object can be extracted using topological thinning operators or dis-
tance transform based schemes. 1 In [12] we have developed a pa-
rameter controlled skeletonization technique. This method allows
the animator to vary a single parameter called the thinness parame-
ter and generate a skeleton of an appropriate density. It differs from
morphological thinning in its use of a weighted distance transform
( which makes it fast), and is versatile since a single method can
generate skeletons of varying density. A full comparison of various
methods for skeletonization and volume thinning is given in [10].
Skeletons of increasing density are necessary for achieving finer lo-

1A word on terminology. The term skeleton can be used to refer to both a
connected line-like figure and a set of unconnected voxels. In this paper, we
use the latter, i.e. a skeleton is a set of unconnected voxels with the property
that they are a thinned version of the original volume object. The skeleton
tree which is introduced in the next section is a connected line-like figure.

cal control of the deformation and for better reconstruction. Figure 1
shows three skeletons of a synthetic volume object ( ������� insect) for
increasing thinness parameters (left to right).

Figure 1: Skeletons of a ����� � volume object (insect) computed with
increasing thinness parameter values - 2.0, 2.6 and 2.85.

Since this method is based on the distance transform, it is easy to
reconstruct the object from the skeleton. Once the skeleton has been
deformed, the object can easily be reconstructed using the distance
transform values associated with every voxel. In this manner, a nat-
ural binding is obtained between the skeleton and the object. Tra-
ditional surface deformation techniques need to define constraints
which bind the skeleton deformation to surface deformations. In our
method, no additional constraints need to be defined for the defor-
mation of the object as the skeleton is deformed.

Extracting the skeletal voxels for a specified thinness value con-
sists of three passes over the volume object. The first two passes are
required to compute the distance transform and the third pass is used
to identify voxels in the skeleton. This makes it ���	��� , where � is
number of voxels in the volume object.

3.1 Distance Transform and Skeletal Voxels

The distance transform of a voxel is the minimum distance of the
voxel from the boundary of the volume object. Various metrics can
be used to compute the distance transform. The Euclidean distance
transform is computationally expensive, so we use the ��������� �"!
weighted distance metric which is quasi-Euclidean and has been
shown to well approximate the Euclidean metric [6].

The object is stored in an octree for space efficiency. Borgefors’
two-pass technique [6] for the distance transform works on the com-
plete cuboidal array, hence it is not suitable for use with an octree.
This is due to the fact that background (non-object) voxels are not
stored in the octree and also because it is inefficient to traverse the
octree in array index order. The method we use is a peeling tech-
nique which successively propagates the distance transform inwards
starting from the boundary voxels.

Let # be the set of object-voxels, $# be the set of background-
voxels, and %'& denote the set of boundary voxels. For a cu-
bic voxel ( , we define face-neighbors, edge-neighbors and vertex-
neighbors as voxels which share a face, edge and vertex respectively
with voxel ( . The first pass scans the object voxels and marks all
boundary voxels, assigning distance transform values of 3, 4 or 5.
The second pass propagates the boundary inwards by identifying
neighbors of boundary voxels and assigning their distance transform
values. These neighbor voxels are used to form the new boundary,
and their neighbors are identified. This peeling process continues
until no new neighboring voxels can be identified. The pseudo-code
algorithm is given below:

For all voxels (�)*# , initialize a distance transform+-,/.1032
Calculate the Distance transform of boundary-voxels
For all voxels (�)*# that have a ( face/edge/vertex )
neighbor 45) $#+-, . 0

( 3 for face / 4 for edge / 5 for vertex )



Add p to BV
Pr
6

opagate the boundary inward
Repeat for all (�)�%'&

Find all voxels 75)8# which are (face/edge/vertex)
neighbors of p
Assign

+-,:9;0
min < +-,:9

,
+-,/.

+ ( 3 / 4 / 5 ) =
Remove p from BV
Add r to BV

until no
+-, 9

is modified.

Once the distance transform has been computed, skeletal voxels
are identified in the third pass. This is done by averaging the dis-
tance transform of neighboring voxels and testing the thinness crite-
rion. For every object voxel ( , we compute the mean distance trans-
form >?� , .

of its neighboring object voxels.

Definition 1 >?� ,/.A@ BDCFEG
HJI�KMLON GPRQ �S(T��4�UV)W#M��4XU is a 26-
neighbor of ( .

The thinness parameter,
,ZY

is used to determine how close>?� ,/.
should be to

+-,/.
for ( to be a skeletal voxel.

Condition 1 [�\]>?� ,/. � +-,/._^*,ZY
, add ( to the skeleton.

A low value of
,ZY

indicates that ( is retained in the skeleton if
its distance transform is slightly greater than that of its neighbors.
This results in a thick skeleton. A high value of

,ZY
means that for

inclusion in the skeleton, ( must have a distance transform that is
much greater than that of its neighbors, resulting in a thinner skele-
ton. In a single pass over all the object voxels, skeletal voxels are
marked if they satisfy Condition 1. A more detailed description of
the theoretical considerations behind the thinness parameter can be
found in [11].

4 The Skeleton Tree

The skeletal voxels extracted by the parameter control technique are
not in a format easily amenable to manipulation. In general, the
voxels are not connected. A low thinness parameter can be used to
force a thicker skeleton and voxel connectivity. A thick skeleton,
however, defeats the motivation of manipulating a thin reduced ver-
sion of the original object. In a typical volume animation pipeline,
the animator would use an interactive tool for changing the thinness
parameter to browse through several skeletons and choose the one
most suited to the task. Adding extra voxels to enforce connectivity
of the skeleton would change this chosen skeleton and is therefore
not desirable.

The skeletal voxels can be connected by line segments. Each
skeletal voxel can then be considered to be an articulation node
which can be transformed or can be used to define constraints on
the motion of other nodes connected to it. A skeleton hierarchy can
also be defined in terms of these articulation nodes and the line seg-
ments attached to them. Therefore, a connectivity scheme that uses
line segments to connect skeletal voxels results in a versatile and in-
tuitively deformable skeletal structure.

The animator is aware of the range and type of deformations and
motions. Therefore, the task of defining connecting line segments
can be done by the animator. However, since the skeletal voxels
have been derived automatically from the original volume and not
defined by the animator, manual connection might result in errors
that alter the topology or connectivity of the original object. This is
true, especially because the skeleton for complex objects can have
several hundred voxels.

We exploit two kinds of coherence in the properties of skeletal
voxels to automatically derive connectivity information. They are
summarized in the following observations:

Observation 1 Spatial Coherence: Skeletal voxels which are close
to each other are more likely to be connected than those that are far.

Observation 2 Value Coherence: Skeletal voxels whose distance
transform values differ slightly are more likely to be connected than
voxels with widely differing distance transform values.

The first observation is self explanatory. The second observation
can be explained by the fact that the distance transform is a measure
of the distance of the voxel from the closest boundary. A higher dis-
tance transform implies a voxel which is in the interior of the object,
while a lower distance transform value implies that the voxel is close
to a boundary. Since the skeleton is centered within the object, vox-
els close to the center must be connected to other voxels close to the
center and similarly for voxels near the boundary.

We use the skeletal voxels to create a weighted undirected graph.
Every skeletal voxel is a vertex in the graph and every vertex is
connected to every other vertex by edges to form a fully connected
graph. Edge weights are computed using a linear combination of
the spatial and value coherence. For a graph edge going from voxel` � to voxel

` � , the edge weight is computed as

a'bdcMegfhc P = i_j + [�k ,Tclegfhc Pnm �R� ^ iM��jpo�� +-,Tcqer^-+-,Tc P �Xo ,s5t i t � .

In the above equation,
+ [�k ,Tcuegfhc P is the spatial distance be-

tween voxels
` � and

` � ,
+-, cle

and
+-, c P are the distance trans-

form values of voxels
` � and

` � and i is the connectivity param-
eter which specifies the relative importance of the spatial and value
coherence. It can be reasoned that spatial coherence is the primary
factor for voxel connectivity because voxels which are far apart but
have similar distance transform values should not be connected in
favor of spatially closer voxels with almost similar distance trans-
form values. Value coherence is a secondary factor which is used
to decide between locally competing voxels which are almost the
same distance apart. Useful values of the connectivity parameter i
are therefore in the range of 0.8 to 0.95.

Figure 2: The Skeleton Tree, with increasing spatial coherence (i.e.
decreasing value coherence): a. i = 0.5, b. i = 0.75, c. i = 0.95,
where i is the connectivity parameter.

The spanning tree of a graph v is a connected sub-graph with
no cycles which has the same set of vertices as v [8]. The mini-
mum spanning tree of a weighted graph is the spanning tree whose
edges sum to minimum weight. Therefore, the minimum spanning
tree (MST) of the above graph will give an acyclic connected set
of skeletal voxels. Each edge in the MST is used to create a line
segment between skeletal voxels. In this manner, a connected tree
structure consisting of skeletal points (vertices) and connecting line
segments (edges) is generated automatically from the original vol-
ume object. We call this tree the Skeleton Tree. Since the MST is
a well known data structure, fundamental algorithms can be used to
manipulate and traverse the skeleton tree. The skeleton tree for three
different values of the connectivity parameter is shown in Figure 2.
Note that in Figure 2a and b the effect of value coherence can be seen
in the form of slanting lines which connect the horizontal voxels at
the sides to the ones at the center.



Joint Voxel

Figure 3: Deforming the Skeleton Tree for the insect. a. The orig-
inal skeleton tree showing the joint voxel on the torso, b. Rotating
the limb around the joint.

Even though the number of skeletal voxels is a small fraction of
the voxels in the original volume object, there can be several hun-
dred voxels in the skeleton. With � skeletal voxels, there are � P
edges in the fully connected graph, hence computation of the MST
is ���	� P � Since spatial coherence is the dominating factor, one op-
timization in the MST computation is to create a sparser graph by
connecting edges only between voxels that are spatially closer than
a certain threshold distance.

Once the skeleton tree has been constructed, it can be used to de-
fine constraints for deformation and motion. It can also be used to
create a hierarchical skeletal structure. Parts of the skeleton tree can
be bound into rigid limbs by picking a vertex and an edge going out
of it. The graph can traversed along the edge and the sub-tree thus
identified would be the skeleton of that limb. Some vertices can be
marked as joints. An edge going out of this joint vertex can be ro-
tated around it, causing the complete sub-tree bound to that edge
to rotate along with it. An example of this is shown in Figure 3.
The darker voxels in Figure 3b have been bound into a rigid limb
by traversing the sub-tree from the joint voxel along the edge going
to the limb voxels.

5 Volume Reconstruction

The final step in volume deformation is to reconstruct the deformed
object from the deformed skeleton. Every skeletal voxel has an as-
sociated distance transform value. Voxel spheres of radius equal to
the distance transform value are grown around every skeletal point.
These spheres are sufficient to reconstruct the original object pro-
vided the skeleton is sufficiently thick. Overlapping spheres also
do not create bulging or breaking artifacts near bends if there are
enough skeletal voxels.

We use a scan fill technique to grow these spheres. Bounding box
extents are computed from the distance transform, and each voxel
within the bounding box is tested for inclusion in the sphere. Dis-
tance computations are done using the �w������� �"! metric as in the
skeleton extraction step. The algorithm is illustrated below.

Algorithm :

Compute the Bounding Box (BBOX)
SZ

0yx � +-, .{z �|� ^ �~} s��
Define BBOX to lie between
( � . -SZ, � . -SZ, � . -SZ) and ( � . +SZ, � . +SZ, � . +SZ)
For every point � � � � � � � � in BBOX do< Compute the distance from � to

Y
�/� 0 oO� � . ^ � �Xo� � 0 oO� � .1^ � �Xo��� 0 o�� � . ^ � �Xo
������� ( � 0 >w[n��� �/� � ��� � ��� �\ ����� ( � 0 >?�Z��� �/� � �~� � ��� �

Figure 4: The Volume Deformation Pipeline

�O����� ( � 0 < � � � � � � � �h� �O����� ( �5�@ ������� ( �l�n���_�O����� ( �-�@ \ ����� ( � =
�{�g�����T�h� 0 �Zj �����R� ( �m �1jZ� �����R� ( � ^ ������� ( � �m �ZjZ��\ �X�R� ( � ^ �O����� ( � �
If � �{�F��� �p�h� � +-, � � then point Q is in the sphere.=

In the above algorithm, �����R� ( � � �O����� ( ���n�:� \ ����� ( � are the num-
ber of steps taken to vertex, edge and face neighbors respectively.
Computing the distance between two point using a weighted metric
can be thought of as taking successive steps to neighbors. The idea
is to first take as many steps to vertex neighbors as possible since
this is similar to the diagonal distance between points. When vertex
steps are exhausted, the minimum distance can be traveled by mov-
ing to edge neighbors taking edge steps, and finally face steps. Due
to the use of a weighted metric, the reconstruction fill step does not
use floating-point or square root operations at all, and thus allows a
very fast implementation.

The volume deformation pipeline is illustrated in Figure 4 using
a volume model of an ellipsoid. The final deformed ellipsoid is a re-
sult of subjecting the deformed skeleton tree to volume reconstruc-
tion.

Besides shape deformations that can be achieved by transforming
the co-ordinates of skeletal voxels, the distance transform values of
skeletal voxels can be modified to achieve bulge and pinch effects.
Since the distance transform value is the radius of the reconstruction
sphere, modifying the distance transform changes the radius of this
sphere, thereby achieving a bulge or pinch when the distance trans-
form is increased or reduced respectively. Ripple effects can also be
achieved by alternately increasing and reducing the distance trans-
form values. An example of this is shown in Figure 5. The image on
the left shows the original ellipsoid object. The center and right im-
ages show the bulge and pinch effect as the distance transform val-
ues are changed for voxels near the center. Deforming a portion of
the object to form additional limbs can also be achieved by pulling
out a skeletal voxel and inserting additional skeletal voxels along the
lines connecting the pulled voxel to the rest of the skeleton tree. Re-
constructing the spheres for these new interpolated skeletal voxels
would result in a new limb.

6 Results

We demonstrate our method by animating a synthetic volume insect.
The insect object contains 53506 voxels. Figure 7 shows the volume
rendered insect and its skeleton tree. The legs of the insect were de-
formed about “joint” nodes to produce a series of deformed skeleton
trees. The insect volume was reconstructed from each of these de-
formed skeleton trees as described earlier. The sequence of volume
rendered images of the reconstructed insect were combined into an
animation. Frames from an animation sequence are shown in Fig-
ure 6. The mpeg video can be seen at our web site [22].

Skeleton extraction for the volume insect took 7.75 seconds on
an R10000 SGI O2 running IRIX 6.3. The skeleton has 977 voxels.



Figure 5: Bulge and Pinch effect by changing the distance transform
of skeletal voxels.

Construction of the skeleton tree from skeletal voxels took 48.4 sec-
onds without taking advantage of threshold culling of edges based
on spatial coherence. Both the above steps have to be carried out
only once when producing a sequence of images for an animation.
Reconstruction of the volume took 3.68 seconds for one frame.

The next example shows deformation of an MRI dataset of a hu-
man Trachea as shown in Figure 8.The dataset consists of 181 slices
of 512x512 images, and the segmented trachea has 119,934 vox-
els. (The dataset is courtesy of Siemens Research Center, Princeton,
New Jersey.)

7 Discussion and Future Applications

The results presented here demonstrate a variety of articulations ap-
plied to the original object (figs. 5, 6 and 9), and we are currently
investigating the full potential of the skeleton-tree for animation.
For increasingly thin skeletons, however, the skeleton tree is a lossy
compression, and extra and or missing voxels may result. This can
potentially cause artifacts in the deformed model. However, be-
cause these artifacts are small with respect to the overall number of
voxels [12] they are generally not apparent in the animation.

For use with sampled volume datasets, it would be beneficial to
retain the actual data values and not just the segmented shape. We
have obtained a reasonable approximation by considering each re-
constructed sphere to undergo the same transformation as its center
skeletal voxel. An intermediate undeformed object is reconstructed
from the undeformed skeleton. Data values of voxels within the re-
constructing spheres of this intermediate object are mapped to the
voxels of the corresponding transformed spheres. In the parts where
voxels from two or more spheres overlap, the data values are com-
posited. Such an approximation works well for smoothly varying
data values, but the compositing step tends to blur out sharp discon-
tinuities. We are still investigating better techniques for data value
reconstruction. Preliminary results can be seen on our web site [22].

The volume-based skeleton and skeleton tree are powerful and
versatile tools which can be used for many other volumetric tasks.
Some of these are described below:

1. Volume Morphing.

The challenge of volume morphing is that given two volume
objects/datasets, morph one to the other in a “smooth” fash-
ion. In 2D the problem is simplified using control points/line
to smoothly interpolate between similar features (i.e. so that
the eyes of the first image morph to the eyes of the last im-
age, etc. [20]). Skeletal-articulation nodes can provide control
points to the 3D datasets. The first and last volume object can
be skeletonized, the skeletons then morphed from one to the

other (possibly using 2D techniques [20]) and the intermedi-
ate datasets regenerated from the skeletons. For more accurate
results, a dense skeleton can be used. For value reconstruction,
as well as shape reconstruction, the control points can be used
as the tree structure to store all the data values.

2. Object Simplification. Many volume datasets contain noise
because of the inaccuracies inherent in the underlying simu-
lation or sampling device. The segmented objects are there-
fore noisy and, in many instances, overly complicated. Skele-
tal determination and regeneration can be used to smooth out a
bumpy or noisy volume (similar to [9]). It can also be used as
a compression device, since the skeleton contains much fewer
points than the original object.

3. Physically-based deformations and animations. Physically
based deformations can be applied to the skeletons and then
the volume object can be regenerated with the deformation
without the heavy computational burden that deformations ap-
plied to the volume may entail [15].

4. Automatic Path Navigation. After segmenting an organ from
an MRI scan, the centerline (constructed from the skeletal
points) provides the camera path for automatic navigation and
inspection of the organ (Virtual Endoscopy [19, 16]). Such
a virtual fly-through simulates the video from a real camera
used in endoscopic procedures to detect polyps and tumours.
In [12], examples are given for using the skeleton technique
described in this paper to automatically generate fly-throughs
from MRI datasets.

5. Volume Modeling. The skeletons can be used to create volume
models as well as manipulate them. This is similar to implicit
modeling [3, 5].

8 Conclusion

Volumetric objects are difficult to animate and control because they
are very large and standard graphics tools and animation software
operate in a polygonal environment. The volume based skeletal ex-
traction and reconstruction technique described in this paper is a ver-
satile tool which enables intuitive and facile manipulation of volume
objects. The skeletonization method has a complexity of ���	��� ,
where � is the number of voxels in an object, and hence computa-
tionally efficient. The reconstruction algorithm is fast since it uses
integer math. The skeleton can also be used for volume morph-
ing, surface simplification, physically-based deformations, and au-
tomatic navigation (along centerlines).
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Figure 6: Animating the limb of a volumetric insect - Note how the left front limb folds into the body.

Figure 7: Volumetric Insect and its Skeleton Tree. Figure 8: Deforming a Medical Dataset: (a) Part of
the Human Trachea (512x512x181, 119,934 voxels)
(b) with a sharp bend. The bend is smooth despite the
sharp angle.


