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ABSTRACT OF THE THESIS

An Introduction to Semantic Networking and its

Performance Evaluation

by Dhananjay Makwana
Thesis Directors: Prof. Ivan Marsic and

Prof. Daniel Reininger

Despite advances in physical network connectivity and raw byte transfer among net-
works, the fundamental issue of large-scale, relevant information delivery is yet to be
addressed. This thesis presents a new approach that goes beyond conventional publish-
subscribe systems for delivering relevant information to interested parties. XML is
used to describe both information content and user interests, and an overlay network of
application-level XML routers delivers data packets to only those users with matching
interests. This leads to a new communication paradigm for the Internet which presents
several research opportunities.

Using a prototype implementation of a semantic router it was possible to define the
addressing and routing methods, and to investigate performance metrics. The notion
of the Selectivity of an Interest Profile is defined and throughput values were measured
for various input packet rates and profile selectivities. The results demonstrate the
proportionality of load to input packet rate. The relationship between selectivity and

load was identified as a topic for future work.

ii



Acknowledgements

During my student life at Rutgers, I have come in contact with so many wonderful
people who have contributed to this thesis in their own way by providing guidance,

encouragement and support.

To begin with, I cannot thank Dan and Max enough for providing me an opportunity
to work with them at Semandex; in fact making me their first employee. Without
their trust and support, this thesis would not have been in existence. Throughout my
duration at Semandex, Dan has acted as a friend, philosopher and guide, rightfully to
be my thesis co-advisor. Also, without Max’s unique style of getting the work done and
his creative approach, this thesis and its novelty would not have been present. I would
also like to thank my thesis advisor at Rutgers, Professor Ivan Marsic for constantly

supporting me in my endeavors at Semandex.

Special mention must go to my colleague Leslie at Semandex for his original contri-
butions during the analysis and design phase of the thesis. He was always there with

his timely inputs, guidance and constructive remarks.

I thank God for providing me with nice friends like Sachin, Minesh, Samir, Tanveer
and Hormuzd. Sachin, Minesh and Hormuzd made my transition into student life at
Rutgers a very smooth one. Sachin has always been there to guide me like a big brother.
Minesh and Hormuzd always guided me with departmental affairs. Tanveer and Samir
along with Sachin provided the required getaway from academics by discussions on

various, and at times trivial, topics.

I would also like to thank Rajeev for being always there with his advice and some-

times compensating for my inability to fulfill my work responsibilities.

Last, but not the least, thanks to Professor Dipankar Raychaudhuri and Professor

Manish Parashar for being on my MS thesis committee. Special thanks to Ray for his

iii



review of earlier draft of this work.

v



Dedication

To my parents.



Table of Contents

Abstract . . . . . . .. e ii
Acknowledgements . . . ... ... ... L L e iii
Dedication . . . . . . . . .. e v
List of Tables . . . . . . . . . . . . . e viii
List of Figures . . . . . . . . . . . . . . e ix
List of Abbreviations . . . . . . . ... . ... L L L o xi
1. Introduction . . . . . ... .. ... 1
1.1. Current Approaches and Their Limitations . . . ... .. ... ... .. 2
1.1.1. Centralized and Database Approaches . . . . .. ... ... ... 2

1.1.2. Distributed Approaches . . . . ... ... ... .. ... ..., 4

1.2. The Evolution of The Internet . . . . . . . ... ... ... ... ... 5
1.3. Our Approach . . . . . . . . . . . ... 6

2. Related Work . . . . . . . . . . . e 8
2.1. Publish-Subscribe. . . . . . ... o o oo L 8
2110 Siena ... L. Lo e e 9

2.1.2. Gryphon. . . . . .. .. . 9

2.2. Semantic Multicast . . . . . . . . .. .o Lo L L 9
23. Filtering . . . . . . . L e 10
2.4. Sensor Networks . . . . . . . . . ... e 10
2.5. Content Routing . . . . . . ... ... ... 10
2.6. Overlay Networks . . . . . . . . . .. . e 11

vi



3. Semantic Networking Solution . . . . . .. .. ... ... ........ 12

3.1. XML: Semantic Markup Language . . .. ... ... ... ........ 13
3.2. Semantic Addressing . . . . . . . ... e 14
3.2.1. The Structure of A Semantic Address . . .. ... ... ..... 15

3.3. Semantic Forwarding . . . . . . . ... ... o oL 16
3.4. Semantic Routing . . . . . . ... ... L oo 19
3.4.1. Aggregation Rationale . . . . ... ... ... .. 0oL, 22

3.5. Scalability . . . . . ... L. 22
3.5.1. Prefiltering . . . . . . . ... 24

4. Semantic Network Architecture . . .. ... ... ... ... ....... 27
4.1. Global Picture . . . . . .. . . .. 28
4.2. Semantic Multicast . . . . . .. ... L o oo 29

4.2.1. Comparison with Channel-based publish/subscribe approach . . 30

4.3. Additional Advantages/Application Scenarios . . . . . .. ... ... .. 31

5. Analysis and Performance Evaluation ... ... ... .......... 32
5.1. Selectivity of Interest Profile. . . . . . . .. ... ... 32
5.2. Prototype Implementation . . . . . .. ... ... ... .. ... ..., 36
5.2.1. Scenario . . . . . .. Lo e e 36

5.3. BEvaluation. . . . . . .. ..o 37
5.3.1. Explanation for Randommness . . . . ... ... ... ... ... 41

5.4. Interpretation of Results . . . . . . .. ... ... .. ... ........ 42

6. Conclusion . .. . . . . . . . e 51
6.1. Future Work . . . . . . . . ... 52
References . . . . . . . . . . e 53

vii



List of Tables

5.1. Comparison of Different Approaches

5.2. Error Estimates of CPU Load Against Input Packet Rate . . .. .. ..

viii



1.1.
1.2.
1.3.
1.4.
3.1.
3.2.
3.3.
3.4.
3.5.
3.6.
3.7.
3.8.
3.9.

3.10.
3.11.

3.12.

4.1.
5.1.

5.2.

5.3.
5.4.
9.5.
5.6.

List of Figures

Gartner’s chart on Increse in Business Velocity . . . . .. ... ... ..
Working of a Search Engine . . . . . .. ... ... ...
Concept of a Publish-Subscribe System . . . . . ... ... .. ... ..
Evolution of the Internet . . . . . . . . .. ... ..o oL
Concept of Semantic Network . . . . . ... ... ... ... .......
Sample Content Descriptor . . . . . . .. ... ... ... ... ..
Complete Packet with Content Descriptor and Payload . . . . . . .. ..
Sample Interest Profile . . . . . . . .. .. o000
Distribution of Semantic Packets in Semantic Router . . . . . . . . . ..
Semantic Forwarding by Matching . . . . . ... ... .. ... ....
Interest Profile Aggregation . . . . . . ... ... ... ... ..., .
Interest Profile Distribution . . . . . . .. .. ...,
Interest Profile Simplification . . . . . .. . ... ... oL,
Tree Overlap Determining the Mapping Scalability . . . . ... ... ..
Sample Prefilter with Tagged Port Information . . . ... ... ... ..
Prefiltering Optimization . . . . ... .. ... ... ... ........
Semantic Multicast . . . . . . . . ... Lo o oL
Demonstration Setup . . . . . . . . ..o o oL
Sample Interest Profile for a Subscriber to Receive Updates for Chart
67888 . .. e e e e e e e e
Packet Header Size Distribution. . . . . . . ... ... ... ..
Total Packet Size Distribution. . . . . .. . ... ... ... ... ...,
Load versus Selectivity (All Profiles Same; One Data Source) . . . . . .

Load versus Selectivity (All Profiles Different; One Data Source)

ix

13
16
17
18
19
20
21
21
23
24
25
26
30
37

38
39
40
41

42



9.7.
5.8.

5.9.

5.10.
5.11.
5.12.
5.13.
5.14.
5.15.
5.16.
5.17.
5.18.

5.19.

Load versus Selectivity (All Profiles Same; Two Data Sources) . . . . . 43

Load versus Selectivity (All Profiles Different; Four Data Sources) . .. 44
Load versus Selectivity (All Profiles Different; Five Data Swources) . . . 44
Load versus Input Packet Rate (All Profiles Same; One Data Source) . . 45

Load versus Input Packet Rate (All Profiles Different; One Data Source) 45

(

(

Load versus Input Packet Rate (All Profiles Same; Two Data Sources) . 46

Load versus Input Packet Rate (All Profiles Different; Two Data Sources) 46
(

Load versus Input Packet Rate (All Profiles Same; Three Data Sources) 47
Load versus Input Packet Rate (All Profiles Different; Three Data Sources) 47

Load versus Input Packet Rate (All Profiles Same; Four Data Sources) . 48

(

Load versus Input Packet Rate (All Profiles Different; Four Data Sources) 48

Load versus Input Packet Rate (All Profiles Same; Five Data Sources) . 49
(

Load versus Input Packet Rate (All Profiles Different; Five Data Sources) 49



IP
TCP
OSPF
RIP
BGP
ISP

List of Abbreviations

Internet Protocol
Transmission Control Protocol
Open Shortest Path First
Routing Information Protocol
Border Gateway Protocol

Internet Service Provider

xi



Chapter 1

Introduction

The greatest problem in communication is
the illusion that it has been accomplished.

— Daniel W. Davenport

Since the early days of ARPANET, advances in technology & protocols are improving
the ways of exchanging information over a network. A good amount of research has
gone into connecting the end hosts to the global Internet. While there has been a great
deal of work on efficiently transferring data between these end hosts in terms of raw
bytes (e.g. IP routing/MPLS etc.), the resulting point-to-point connectivity solutions
in conjunction with existing Internet service models (e.g. TCP/IP, http, search engines,
web portals etc.) do not adequately address the more fundamental issue of providing
scalable, relevant and efficient information services to the users. This issue of relevant

information delivery to end users of the Internet is different because of several factors:

e The speed of different business activities is increasing as shown in a chart by

Gartner! in Figure 1.1.

e The number of machines that comprise the world wide web, is growing every
year [6] along with the amount of information they hold. According to [31], total
volume of information generated worldwide annually equals about 1.5 exabytes (
1.5 x 10 ), the equivalent of a stack of 1 trillion floppy disks that could reach
to the moon and back four times. The article also predicts that the world’s
population will create more information in the next three years than in the prior

100,000 years effectively the span of recorded human existence.

IMIT Sloan & Gartner forum on Business and Technology Convergance.
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Figure 1.1: Gartner’s chart on Increse in Business Velocity

e As a result of above two points, the bandwidth being used to distribute such huge
amount of information is large and most of it is wasted because of current tools

for relevant, large-scale information delivery.

1.1 Current Approaches and Their Limitations

Current solutions to the problem of relevant, real-time information delivery can be

classified into two main categories:

1.1.1 Centralized and Database Approaches

These comprise search engines and store procedures. Search engines crawl a subset
of the entire world wide web and create a centralized indexed database based on the
context of the pages it finds. End hosts go to a search engine and submit their query.
The search engine searches the crawled database of pages for the query matches and
presents an ordered list of locations matching the query. This method is explained in

Figure 1.2. This approach has the following problems:

e The search engine database is a centralized solution. The database is a central

location that attempts to store a complete snapshot of the decentralized world
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wide web.

e Search engine crawlers are not able to cope up with the growth of the web [6, 28]

leading to missed or out-of-date information.

e The granularity of information that can be queried is limited or unstructured and
varies from search engine to search engine. For example, a search query “jaguar”
is ambiguous because it is difficult to understand whether it refers to a car or an

animal.

e The source of information must be known to the search engine, as the search
engine must have crawled over a particular page before it can be listed. Other-
wise, the information will not be seen by anyone using that search engine. Such

unindexed material is sometimes called the dark matter [28] of the Web.

Store-procedure approaches are also based on databases. In the database community
there is a notion of continuous queries (CQs). Continuous queries are standing queries
that allow users to be informed when updates of interest occur in a database. Early work
on CQs for relational databases was done by Terry et al. [40]. More recently, several

CQ systems have been proposed for information delivery on the Internet; examples
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include systems like OpenCQ [29] and NiagaraCQ [12]. There are limits to what can be
achieved with databases as the database has to scale with the number of users. Also,
the management of such large databases and synchronization of distributed databases

present problems.

1.1.2 Distributed Approaches

Distributed approaches are based on the Publish-Subscribe model. In publish-subscribe
(pub-sub) systems, components interact by publishing events or by subscribing to
classes of events. Figure 1.3 shows the concept of a pub-sub system. There are two
types of components or clients, publishers and subscribers, that exchange events as
information through a server, called a broker. Publishers connect to the broker to pub-
lish events they want to distribute, and subscribers connect to the broker to establish
subscriptions, in which they specify the set of events they are interested in receiving.

Chapter 2 describes various pub-sub approaches.

Even untill recently, distributed approaches were mainly broadcast based. They
consisted of several publishers and subscribers connected to a broadcast medium like
an extended LAN. There was no explicit broker service. All the participating entities

received all the published events. A service implemented as middleware on individual



subscribers filtered the events based on the local subscription. However, at a bigger

scale like an Internet, broadcasting is always expensive on resources and is not scalable.

The natural evolution of this approach was to use a multicast based model. The
Channel-based pub-sub approach uses this idea. Here, each subscription is mapped to
a single multicast address or channel. Publishers then publish events to this channel
and the service (i.e. multicast routing) delivers the events to the subscribers. Some
channel based pub-sub systems [30, 41, 39] map a multi-dimensional information space
to a single scalar channel. This mapping results in loss of information granularity.
Recent content-based pub-sub systems [9, 21, 26, 3, 36] have improved the granularity
by mapping the information space to a list of attributes which is better than channel
based approaches. But the need to have a single broker or a set of brokers that,
remember subscriptions of individual users limits the scalability of the approach. To

remedy that, scalable and efficient filtering approaches [2, 8] are under research.

More recently, another approach called, Semantic Multicast (SemCast) [17] has been
proposed which solves similar problem. The service efficiently disseminates every piece
of potentially relevant information to every user engaged in a collaborative session.
Chapter 2 has more details about this approach. Earlier work was done by Sheldon et
al. [37] towards solving this problem of relevant information delivery. They used the
term Content Routing for the process of directing user queries to appropriate servers.

Each of the server is capable of understanding the query and produce results.

1.2 The Evolution of The Internet

We can summarize the growth (as we see it) of the Internet to date as a three phase
process. In the first phase, IP, ATM and related transport protocols were developed to
provide physical connectivity between different hosts. Various mechanisms like MPLS
and optimizations for common cases have made the raw byte transfer reliable and
efficient. Then as the information started growing, and it became necessary not to
transfer information just “blindly” but according to the domain of the information

(e.g. URL, keywords etc.). This was the second phase. In the third phase, the problem
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of large-scale, relevant information delivery was recognized as a distributed problem.
That is why some distributed approaches like the pub-sub are being researched. We
believe that these issues must be addressed at a fundamental network architecture level,
rather than as a patchwork of off-the shelf solutions. So this thesis proposes a more

radical approach to the third phase of Internet evolution as illustrated in Figure 1.4.

1.3 Owur Approach

The solution proposed for the above problem is to change the information service
paradigm from today’s connection-oriented unicast or multicast network model to a dy-
namic content-driven multicast model using a new approach called Semantic Network-
ing. This semantic networking paradigm is inherently multicast-oriented, but unlike
conventional IP multicast, the multicast tree is created dynamically on a packet-by-
packet basis and involves no static configurations or channel mapping. The concept is
to use only the content of the information to determine its address. Content routing al-
gorithms between various networked semantic routers ensure that relevant information
is delivered to those interested. The real-time requirement is met because the network

of semantic routers directly connect information producers and consumers without the



latency of search engines used in the web today. The semantic routing approach is scal-
able because hierarchical interest profiles can be efficiently aggregated into a compact
representation that is independent of the number of users; also, content processing is
distributed throughout the network, eliminating latencies and communication bottle-
necks associated with centralized portals, search engines etc. This can be realized by
overlaying a content routing middleware framework on top of existing network layers.

The problem of large-scale, relevant information delivery is an extensive one. In
this thesis, we attempt to define the problem, explore it “horizontally” and concentrate
on one aspect of it. In Chapter 2, we provide in-depth analysis of relevant work in
the field, elaborating further on various approaches outlined in Section 1.1. Chapter
3 describes the proposed solution to the problem. It explains the addressing scheme
of semantic network along with the forwarding and routing algorithm, and discusses
how scalability can be achieved with the algorithms. Chapter 4 looks at entire semantic
network and its architecture. A key feature of semantic networking is semantic multicast
which is explained in Chapter 4. It also explains various application scenarios on
top of the semantic network. Chapter 5 contains the main research component, in
which the questions of selectivity and performance are explored, from both a theoretical
viewpoint and using a semantic networking testbed to provide actual results. Chapter

6 summarizes the work and outlines future work.



Chapter 2

Related Work

This Chapter describes the research space of the Thesis in the area of semantic net-
working. The Semantic multicast [17] service is the equivalent of the multicast model
for IP networks with semantically relevant data. The service takes into consideration
the semantics of the application level data. The Gryphon [3] research group at IBM,
is working on improving the publish-subscribe paradigm with algorithms for matching
events and exploiting IP Multicast for transport. In his thesis [9], Carzaniga describes
extending the publish-subscribe paradigm for large-scale event notification in wide-area
networks. In the area of selective dissemination of information, the community is also
considering efficient filtering of XML documents [2], which is one aspect of this thesis.
Research on overlay networks [20, 14, 11, 24, 42] is also relevant for the deployment

part of the thesis. These areas are described in more detail in the following sections.

2.1 Publish-Subscribe

In the publish-subscribe paradigm, end hosts subscribe to different events and publishers
publish content as events which are then received by the subscribers of that event.
Individual realizations of this model differ mainly in their treatment and handling of
such events. Perhaps the simplest approach is to map each type of event to an IP
multicast address as done in [41, 39, 30]. Subscribers then join the IP multicast group
and receive all the events sent to this group. The drawback with this type of system
is expressibility. The multidimensional information space has to be mapped to a set
of single scalar IP multicast addresses resulting in address allocation and management
problems. Therefore, several systems [9, 3, 36] are striving for better expressiveness

and scalability.



2.1.1 Siena

In his PhD thesis [9], Carzaniga describes a large scale event notification system for
wide-area networks. The underlying technology behind this publish-subscribe based
system is content-based routing. The author also proposes some ideas on content-based
addressing and routing in [10] with some suggestions on how to address the content
using subscriptions and notifications. One of the key ideas is “coverage” which defines
how one address is superset of another or in terms of subscription how one subscription

generalizes another. A spanning tree algorithm is used to route the content.

2.1.2 Gryphon

This is a conventional publish-subscribe system. The research concentrates on efficiently
matching events to subscribers’ interests [1]. The research group has also looked at IP

multicast for the system [4, 32].

2.2 Semantic Multicast

The semantic multicast [17] service efficiently disseminates every piece of potentially
relevant information to every user engaged in the collaborative session, making the
aggregated streams of the collaborative session available to the correct users at the
right amount of detail. Given a collaborative session of many overlapping streams,
a semantic multicast graph [38] establishes the flow of collaborative streams between
interest groups.

The semantic multicast service consists of a network of prozies each handling one or
more nodes of a semantic multicast graph. Each node of the semantic multicast graph
is managed by a proxy in the network and is associated with a profile for the semantic
coverage and quality of coverage information archived in the node. The coverage defines
the semantics maintained in the proxy and the content filtering it performs on streams
it receives and archives. The underlying protocol to connect all these proxies is IP
multicast.

The Semcast project also considers profile aggregation [16, 13] and information
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graph construction [38] which serve as additional references.

2.3 Filtering

In their paper [2] Altinel et.al., discuss efficient filtering of XML documents in Selective
Dissemination of Information applications. The paper describes a system named XFil-
ter, that provides highly efficient matching of XML documents to large numbers of user
profiles. The user interests are represented using XPath language. The algorithm uses
indexing and a modified finite state machine approach. A similar problem of matching
large number of events against number of subscriptions in pub-sub systems, was also

investigated by Campailla et al. in [8].

2.4 Sensor Networks

Many relevant results have recently emerged in the areas of sensor networks and mo-
bile ad-hoc routing. Both areas need to address issues of delivering specific data to
end-users outside the traditional fixed-topology connection-oriented framework. Some
of these approaches are explicitly considering data-driven systems. Of these, directed
diffusion [22] comes closest to the present work in employing concepts of end-entity

interest, information forwarding and interest aggregation!

. Events produced by sen-
sors are represented by name-value pairs and end-user information requirements are
also expressed, in the form of interest profiles, by similar name-value pairs. The ap-
proach incorporates elements specifically aimed at issues of sensor networks, for example
application-specific data caches to optimize the energy consumption of individual sen-

sors. At a broader level, this work presents an initial domain-specific implementation

for which the work presented here can be considered the more general solution.

2.5 Content Routing

Earlier work done by Sheldon et al. [37] introduced the concept of query routing. They

used the term Content Routing for the process of directing user queries to appropriate

!The term aggregation is meant and interpreted differently from ours by [22]
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servers. The underlying idea is to use content labels to organize the semantics of asso-
ciative access to a distributed set of information servers, and that content routers based
on the content labels can serve as the implementation basis of distributed associative
access. Hach of the servers, that receives the query, is capable of understanding the

query and producing results.

2.6 Overlay Networks

Internet consists of a global deployment of TP and/or ATM routers or switches. There-
fore, it is difficult to introduce some new protocol overnight. Even if there is some
value associated with addition of a new protocol, the whole process of integrating the
new protocol with currently existing routers and switches is not an easy task, if not
impossible.

Overlay networks are crucial for the deployment of new services on the Internet.
Some of the current research has focussed on self-organizing overlay networks [23] or
simple tree building protocol [24]. There is already some research in ad-hoc networking
for this aspect but, for wired networks however, there is not much literature. Other sys-
tems such as End-System Multicast [14] and Yoid [20] are systems for data distribution

with overlay networks as focus.
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Chapter 3

Semantic Networking Solution

A Semantic Networking provides a network infrastructure that allows producers to de-
liver information to interested consumers without having to go through the level of
indirection associated with existing centralized solutions such as search engines, direc-

tories, content lists etc.

Figure 3.1 depicts the semantic network concept. Information producers produce
information objects. This information is labeled with a content descriptor and sent into
the network. A content descriptor is metadata i.e. a short description of information
content. On the other side, information consumers express their interest to the network
and receive all published information objects that match their interest. The network
that connects the producer and consumer is content-aware and is capable of efficiently
delivering information objects to consumers based on their interest profiles. The basic
building block of the semantic network is the SR (Semantic Router) that forwards data
based on the match between consumer interest profiles and content descriptor in the

data.

The outline of this Chapter is as follows. Section 3.1 talks about various markup
languages of XML family. Section 3.2 explains the addressing scheme of semantic
network. It shows a structure of an address with an example. Section 3.3 explains the
forwarding or matching algorithm. To accomplish this forwarding, routing operation is
required which creates state at the routers. This is explained in section 3.4. Finally,

section 3.5 explains the points leading to scalability.
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Figure 3.1: Concept of Semantic Network

3.1 XML: Semantic Markup Language

Markup languages are used to tag the content of a document to convey some additional
information. The Standard Generalized Markup Language (SGML) is a comprehensive
markup language to define structure of the document. But it is rather complicated.
The Hypertext Markup Language (HTML) is an application of SGML that has a fixed
set of markups. It is primarily used for layout of the world wide web pages. But it
tells nothing about the structure of data. Extensible Markup Language (XML) [43]
combines the useful features of both HTML and SGML. It is a semantic language to

meaningfully annotate content of a document.

The main goals of XML are to be human readable and machine understandable.
For the later goal, there should be common understanding of structure and content of
a document, between two machines involved in processing. The structure of a docu-
ment is usually defined in Document Type Definition (DTD). But expressive power of
DTD is limited and its syntax is also not XML. Therefore, World Wide Web Consor-
tium (W3C) is looking at XML Schema [35]. XML Schema is well-formed XML that
allows the user to define datatypes in addition to defining the structure of document.
Currently various schema activities are in progress for different domains. Examples
include Electronic Business XML (ebXML), Financial Information Markup Language
(FIXML) etc. for finance, Chemical Markup Language (CML), Geneological XML
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(GeDML) etc. for HealthCare and Pharmaceuticals, Mathematical Markup Language
(MathML), Weather Observation markup Format (OME) etc. for Science & Education.
Resouce Description Framework (RDF) [34] of W3C is used to identify the content of
the document using metadata. It is integration of various Web-based metadata activi-

ties like, Dublin Core Metadata Initiative [15], Open Directory Project [18] etc.

3.2 Semantic Addressing

Traditional addressing and routing mechanisms in networks, both unicast and multi-
cast, are based on the use of explicit and specialized addressing and routing informa-
tion attached to, or otherwise associated with messages. The actual data contained
within messages, referred to as content (or payload), is typically invisible to transport
mechanisms and, therefore, is not considered when performing addressing or routing
operations. That is why, in semantic networking, where information is routed based
on its content, the conventional addressing and routing mechanism is not useful. The
solution is to expose the content to the network transport mechanism so that it can
influence the addressing and routing of messages. In semantic networking no conven-
tional address is used for routing the message. The interest profile of a consumer along
with the content descriptors act as the addresses.

A semantic addressing scheme, differs from the conventional scheme in following

ways:

e In conventional addressing, there is always a destination present. In semantic
addressing, a message destination address is identified by an interest group. If
there is no interest in the content of the message, then message might not have

any destination (at that moment).

e In conventional addressing, a destination address is always known (for unicast).
For multicast, a level of indirection is there. A group address is known, which
describes the group. This address is the single multicast address of the group.
But the mapping of multidimensional information description to a scalar multicast

address is not expressive enough. Semantic addressing is a logical next step of
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mapping this multidimensional information to a richly defined multidimensional

address.

3.2.1 The Structure of A Semantic Address

Mapping a multidimensional information space into a single scalar multicast address
results in information loss. The natural representation of information should be multi-
dimensional. It also has been studied about the graph structure of the web [7], which
basically is a big information repository. An appropriate choice to represent any infor-
mation would be as a directed graph [34]. That is why, we have chosen a directed tree
(a simple type of directed graph) for the structure of semantic address. In a semantic
address, the root of the tree represents a unique node just as a starting point. The
nodes in the tree (including leaves) represent different concepts of a taxonomy!. The
taxonomy and structure of the tree is represented by the corresponding schema? [35].
The tree is represented in RDF [34] which is being adopted as the language of Semantic
Web [5]. The syntax of RDF is XML [43] because XML is currently, the most suit-
able markup language for machine processing. A sample of a content descriptor about
concert announcement is shown in Figure 3.2.

Lines 2 & 3 define the semantic domain by introducing two XML namespaces. The
“rdf” namespace (line 2) identifies the RDF namespace. The “d” namespace and the
associated “concert” domain attaches semantic meaning to the information in lines 5-
14. These lines list the artist (line 5) performing in the concert, as well as the location
(lines 7-10), time (lines 11-12), and the type of music (line 14). The payload of this
particular semantic packet could be a nicely designed flyer that provides additional
information and incentives to buy a ticket for this particular event. The whole packet
including content descriptor and payload is as shown in Figure 3.3. This is just an

example where payload is included as an html document. The payload could be in any

! As per Webster’s dictionary, taxonomy is the systematic arrangement of objects or concepts showing
the relations between them, especially one including a hierarchical arrangement of types in which
categories of objects are classified as subtypes of more abstract categories, starting from one or a small
number of top categories, and descending to more specific types through an arbitrary number of levels.

2A schema is formal representation of a taxonomy.
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1: <rdf :RDF

2: xmlns:rdf = "http://www.w3.org/TR/WD-rdf-syntax#"
3: xmlns:d = "http://schema.concerts.org/concert/1.0">
4: <rdf :Description>

5: <d:Artist>Joe Doe</d:Artist>

6: <d:Locale>

7: <d:Venue>Concert Hall</d:Venue>

8: <d:Position latitude="40.48640"

9: longitude="-74.4"/>

10: <d:City>New Brunswick</d:City>

11: <d:Date>7/4/2001<d:Date>

12: <d:Time>8pm</d:Time>

13: </d:Locale>

14: <d:Genre>Jazz</d:Genre>

15: </rdf:Description>

16:  </rdf:RDF>

Figure 3.2: Sample Content Descriptor

other mime type as done in SMTP.

Figure 3.4 shows a sample interest profile that would “attract” the semantic packet
from Figure 3.2. Line 2 introduces the Interest Profile (IP) name space, and line 3
the particular semantic domain. Lines 5-10 limit the venue to a radius of 10 Miles
from a specific location (line 8). In addition, lines 11-16 indicate that the user is only
interested in two types of music. This particular format defines a logical “AND” (line
4) relationship between the two restrictions. Both must be true for the packet to be
allowed through. In line 7 the recipient has limited the distance the user is willing to

travel. A GPS receiver can supply the latitude and longitude attributes of the user.

3.3 Semantic Forwarding

In conventional IP networking, each router has a routing table stored in its memory.
This table is a list of destination prefixes and corresponding next hop addresses and
possibly a default destination entry. When a packet arrives, the destination address
on the packet is looked up in the routing table stored at the router. A longest prefix
match is done for the destination address [19, 33]. As soon as a match is found the

packet is forwarded on the corresponding output port. If there is no match the packet



1:<?xml version="1.0" encoding="UTF-8"7>
2:<Packet xmlns:="http://schema.SemanticRouting.net/sr/1.0">

26:

<Content-Descriptor>

<rdf :RDF
xmlns:rdf = "http://www.w3.org/TR/WD-rdf-syntax#"
xmlns:d = "http://schema.concerts.org/concert/1.0">

<rdf :Description>

</rdf :Description>
</rdf :RDF>
</Content-Descriptor>
<Payload content-type="text/html">
<! [CDATA[<html>
<head><title>New Jersey Jazz Club</title></head>
<body>
<h1>A night full of Jazz music by Joe Doe/h1>
<h2>
When: Saturday, July 4th, 8P.M <br>
Where: Concert Hall, New Brunswick <br>
Admission: $50 for club member with <br>
Ids/Membership Cards; <br>
$70 for others<br>
</h2>
</body>
</html>]]
</Payload>

27 :</Packet>

Figure 3.3: Complete Packet with Content Descriptor and Payload

17
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1: <ip:IP

2: xmlns:ip = "http://schema.SemanticRouting.net/ip/1.0"

3: xmlns:d = "http://schema.SemanticRouting.net/concert/1.0">
4: <ip:And>

5: <d:Locale>

6: <d:Position>

7: <ip:distance within="10" units="mile">

8: latitude="40" longitude="-74.4"/>
9: </d:Position>

10: </d:Locale>

11: <d:Genre>

12: <ip:0r>

13: <ip:string-match>Jazz<ipi:string-match>

14: <ip:string-match>Rock<ipi:string-match>

15: </ip:0r>

16: </d:Genre>

17: </ip:And>

18: </ip:IP>

Figure 3.4: Sample Interest Profile

is forwarded on the default link. If there is no default entry then the packet is dropped.

The longest prefix match is possible because the structure of IP address permits
concepts like subnetting and supernetting [33]. In the routing table of the conventional
router IP addresses are specified with a subnet mask. This mask determines the subnet
of the destination address. Using this subnet if some (or all) bits in octets match with
the destination address, the packet is forwarded. The routing table of the router is
setup in such a way that, forwarding a packet on the link where few (or all) octets
matched, would lead the packet towards the destination.

In semantic networking, there is also a matching process that determines the output
port or ports for a packet. As explained in section 3.2, each packet contains meta
information about the content in the form of content descriptor. Instead of routing
tables, the semantic router has a single filter tree associated with each port of the
router. When a packet arrives at a router, it is distributed to all ports other than the
one on which it arrived. Figure 3.5 shows this setup at a semantic router.

At each port, the content descriptor tree of the packet is matched against the filter

tree stored at the port. The matching is proceeds by mapping the descriptor tree on
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to filter tree. This mapping is done from the root towards the children. The matching
process is shown in Figure 3.6. If there is non-empty overlap then the packet can be
forwarded on that particular link. Unlike a conventional router, there is no equivalent
of a default route. If the content descriptor of the packet does not match to the filter

tree then packet is simply dropped at the port.

3.4 Semantic Routing

In conventional networking, routing is the process of creating and disseminating topo-
logical information among the routers. The routers pass on information about desti-
nations reachable through that router and costs associated with the links, along with
various other data [33]. This information is used to create routing tables. There is
regular exchange of routing update messages among the routers. As the topology of
the network changes, these routing tables are updated. These tables are used to make
a forwarding decision for the packet. Also in the Internet or some other network, the
routers are connected hierarchically. Local routers talk to campus routers which then
talk to ISP routers. These in turn talk to backbone or AS (autonomous system) routers.

According to the level where the router is in the hierarchy, different type of information
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Figure 3.6: Semantic Forwarding by Matching

is exchanged between the routers. Arranging these routers in hierarchy helps in achiev-
ing the needed scalability for bigger networks because backbone routers need not know
about the topological details of individual campus routers. Concepts like subnetting

and supernetting help achieve this.

In a semantic network, the routers do not have conventional routing tables. Instead,
the routers have a set of semantic routing trees which are basically filters of packets.
A semantic router sends its interest profile to the neighboring semantic router which
stores it at that port as a filter for the data to be delivered to that semantic router.
The semantic router receiving the interest profile then aggregates these profiles from
other ports and then sends it to other neighboring semantic routers. This process is
illustrated in the Figure 3.7. Semantic router B in the figure received interest profiles
IP; and IP; from neighboring semantic routers. In order to receive data from router

A, the router B needs to forward an interest profile to its neighbor A. The router B
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Figure 3.8: Interest Profile Distribution

creates an aggregate interest profile by taking a union of IP; and IP; i.e.

IPp=1PUIP

Within a single router, the interest profiles are distributed as shown in Figure 3.8. On
port 1, when interest profile 1P, arrives, it is distributed to all other ports. On ports
2 to 4, this profile I P, is aggregated with other interest profiles e.g. on port 3 interest
profiles IP,, IP, and IP,; are aggregated.

Simple aggregation of interest profiles is the collection or union of individual interest

profiles. Essentially an aggregated interest profile conveys the combined interest of
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individual interest profiles. These aggregated interest profiles are exchanged between
semantic routers to setup the routing trees. Thus each semantic router only knows

about the cumulative or aggregated interest of its neighbor semantic routers.

3.4.1 Aggregation Rationale

The idea behind aggregation is to exploit the semantic affinity® between two different
interest profiles. After aggregation, the process of simplification exploits this and, using
some boolean rules, removes redundant nodes. Because of this an aggregated profile can
be much smaller than the simple union of two individual interest profiles. This means
adding a new interest profile will most likely not change the aggregated interest profile
by much or will not change it at all as shown in Figure 3.9. This allows the semantic
network to scale because now each semantic router just knows about one interest profile
of each of its neighbors and not the hundreds of individual users behind that semantic
router. The profile change of a user might also not propagate in the network because

of aggregation, resulting in fewer profile-update messages.

3.5 Scalability

The Semantic forwarding can be viewed as trying to map a tree (content descriptor)
onto another (interest profile). This mapping starts from root and proceeds towards
the leaves. If there is non-empty intersection of two trees, (when mapping is done from
root to leaves) the mapping succeeds. Then the packet will be forwarded on the port
associated with the interest profile tree. While the sizes of the trees are application
specific we can expect that the content descriptors which are part of semantic packets
will for most practical purposes not exceed a few hundred nodes. Most classification
engines use less than 10,000 concepts arranged in fairly well balanced trees. Given that
nodes have contezrt rather than just binary values (presence or absence), the expressive

power of a small ontology is much greater than just the number of nodes it contains.

3We define semantic affinity as the degree of resemblance of two interest profiles, that is, the extent
to which two interest profile trees match the same packets. This can be determined by counting the
number of common nodes or by overlaying one tree onto the other.
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Similar observations on size and structure can be made for various XML documents

such as purchasing orders.

The mapping time scales approximately linearly with the number of nodes of the
smaller tree (More precisely, it is a function of width and depth of the tree, with number
of nodes being an upper bound). It is bounded by the smaller tree as one tree is being
mapped on the other, node by node. This is shown in Figure 3.10. As soon as we
exhaust one tree, the mapping algorithm stops. In a simple implementation, each port
can be treated independently. Therefore, the upper bound on processing scales linearly
with the number of ports. However, for many application scenarios we can expect some
semantic affinity between ports on a router. This means that part of the mapping
decisions for one port, can be reused by another. Because of affinity, routing tree space
requirements at the semantic routers may not increase with the addition of new interest

profiles.

The content descriptor and interest profile trees effectively represent an ontology.

Thus a parent element in the tree semantically “covers” all possible children nodes.
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Therefore, if the mapping process is truncated, this will not incorrectly block any pack-
ets, but instead will let packets pass which should have been blocked. While this “leak-
age” will increase the communication and processing load on the downstream router,
it reduces the processing load on the current router by effectively reducing the depth
of the tree. This provides a load balancing mechanism to dynamically trade off router
computation against link bandwidth. Alternatively, if the aggregated interest profile
can be constructed in such a way as to, not include the semantically detailed leaf nodes
and make the covering parent a leaf node, the current router can offload some of the
processing from the upstream router. Creating aggregate interest profile this way is

analogous to the subnetting and supernetting concepts in conventional IP networking.

3.5.1 Prefiltering

A matching operation which fails eventually, needs to be detected as early as possible.
Exploiting the idea of aggregation, this can be accomplished very easily. A prefilter
constructed from aggregated interest profiles, can be tagged with the port numbers of
the router. This prefilter is stored at the router in addition to the individual interest
profiles for each port. When a semantic packet comes in, it is compared against the
prefilter of the semantic router. This comparison is slightly different in that it eliminates
the port numbers where this semantic packet will not match. This helps by saving the
matching operations at those individual ports. A sample prefilter is shown in Figure

3.11. When a packet comes in, and subtree consisting of nodes 1, 3, and 7 matches,
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Figure 3.11: Sample Prefilter with Tagged Port Information

prefiltering module can decide not to forward that packet to ports 1 and 3. This is

shown in Figure 3.12.
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Chapter 4

Semantic Network Architecture

The Internet is an interconnection of small networks joined by backbone routers. Back-
bone routers use either IP or ATM or combinations like IP over ATM. These routers
run specific routing protocols like OSPF, RIP, ISIS etc. with backbone routers running
mostly some version of BGP. With such a global deployment of IP and/or ATM, it is
difficult to introduce some new protocol overnight. Even if there is some value associ-
ated with addition of a new protocol, the whole process of integrating the new protocol
with currently existing routers is not an easy task, if not impossible. In fact, this is the

problem that has hampered the deployment of I[P Multicast.

Overlay networks are one choice to overcome this problem. An overlay network is
formed by a subset of nodes drawn from an underlying network. Participating nodes
communicate through tunnels, which are virtual links between two nodes that may not

be directly connected in the underlying network.

Following this approach, a Semantic Network can be constructed as an overlay
network of semantic routers. By implementing this service as application middleware
over TCP/IP, this requires no changes in the current Internet infrastructure. With
increasing deployment, direct integration with lower protocol layers may become feasible
or relevant. This is desirable as the routing functions of a Semantic Network are logically

equivalent to those of layer 3 of the Internet, as was demonstrated in Chapter 3.

The outline of this Chapter is as follows. Section 4.1 explains the entire semantic
network and its architecture. Section 4.2 explains the key feature of semantic network-
ing, semantic multicast. Section 4.3 explains various application scenarios on top of the

semantic network.
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4.1 Global Picture

The overlay network of semantic routers can be cyclic or acyclic. This topology will
determine the design of the routing and forwarding algorithms. The presentation in
Chapter 3 has assumed an acyclic network. That is why, interest profiles are forwarded
to neighbors (other than the one who sent it) without worrying about formation of
loops. If the network is cyclic, then the algorithms presented here cannot be used as
stated. The extension of the algorithms to cyclic networks is left for future work and

the thesis continues with assumption of an acyclic network.

An overlay network of semantic routers, needs to establish a hierarchy of routers to
achieve scalability. Following the Internet mode semantic routers can be classified as

(1) border routers, (2) network routers, or (3) backbone routers.

Border Routers are semantic routers which will be deployed at campuses and sites
of different organizations to serve the users of that organization site or campus. It
is anticipated that the geographic or functional proximity will result in a reasonable
degree of profile affinity, for example in selecting area of “local” interest. This results
in compact aggregated interest profiles. The aggregated interest profiles are then for-
warded to network routers which serve 5-10 different border routers. Network routers
could be deployed at the ISP location serving a particular organization. At this level,
we expect that interest profiles of the larger communities will be broader and at higher
level in the ontology tree. Backbone routers will connect 3-4 network routers and also
other backbone routers. At this level, interest profiles are expected to define different
concepts and schemas. In order to operate at the high data and packet rates required
for the current Internet the comparison and filtering operations performed at this level
will need to be extremely efficient, possibly requiring explicit hardware support. But
with inherent ability to match partially and taking a forwarding decision this seems pos-
sible. Network routers would further filter data packets based and, the border routers
would forward the data packets to final users based on their interests, where a client

application, running the same stack, can display the data in some suitable way.

Similarly, content producers also connect border routers likewise. If the volume of
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content produced is very large, then a producer may need to connect directly to network
router. Any new document or information published in the form of html, images etc.,
once properly classified using metadata, and following a certain standard schema, can
be sent into the network. The Semantic Network will match this metadata against the

interest profiles of users.

4.2 Semantic Multicast

Semantic Multicast, as defined here, refers to delivering semantically relevant informa-
tion to those who have expressed interest in it. Dao et al. [17] have defined the term
Semantic Multicast for the same purpose but confined to a collaborative session. In
this work, the operation of semantic multicast proceeds by the implicit construction of
a multicast tree by the routing and forwarding algorithms.

In IP multicast, subscribers to the multicast group get whatever information is sent
to the group. Anyone can send information to the group and IP multicast routing
enables delivery of information to subscribers. IP multicast routing algorithm need
some group membership state to be maintained at the routers. Individual subscribers
send a join message to a nearby router which gets propagated in the network for creation
of this state. Type of the information stored depends on the multicast routing protocol,
typically being the (source,group) tuples. When a packet is sent to the multicast group
address, a reverse-path lookup is performed on the packet [27]. If the lookup succeeds
then the packet is forwarded on the corresponding output ports.

In semantic networking content consumers using some application! express their
interest profile to the network. This interest profile is propagated to nearest border
semantic router (like a join message). This border semantic router stores the interest
profile. The router then aggregates this profile with profiles from other ports and prop-
agates to all other ports. This process of aggregation occurs throughout the network.

This creates state in the network representing “interest” group membership.

When data packets arrive at the semantic router, they are forwarded only on those

lwritten on top of semantic networking stack.
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Information Producers

Figure 4.1: Semantic Multicast

links which have some interest in receiving that content. Since there are no loops
in the network, the content is always forwarded towards those who need it. This
implicitly creates a subtree out of the network with interested users as leaves of the
subtree. This is illustrated in Figure 4.1. There are two information producers and two
information consumers. The semantic network consists of nine semantic routers (joined
by eight overlay links, to form a tree). The content descriptors and interest profiles
are represented with abstract letters like ‘A’, ‘B’, ‘x’ etc. The interest profile of Bob
will propagate upto Router 4 and there it will “absorb” the interest profile of Alice.
On the other side, when data is sent into the network, it only propagates to Routers 6
and 8 and their intermediate routers (links represented as thick lines). No packets are

forwarded to Routers 5 and 9.

4.2.1 Comparison with Channel-based publish/subscribe approach

The state maintained in semantic routers for routing is the routing tree. This tree
holds the clues about individual interest profiles. This state is quite minimal because
of intelligent simplification of aggregated interest profiles. In channel-based approach,

each interest is mapped to a single channel. So if the interest is very broad to fit into
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one single channel a separate channel needs to be created for the new interest (this
is also done in [17]). This new channel adds to the state at the routers. By virtue of
having a tree like interest profile based on a taxonomy, the expressiveness of the present

approach is much higher for lesser state at the semantic routers.

4.3 Additional Advantages/Application Scenarios

In this section, we describe a few application scenarios for which this work may be
suitable. One of the important aspects of this approach is privacy of users. As each end
entity is identified by an interest profile, there are no fixed addresses associated with
producers or consumers. By virtue of the aggregation of these profiles at each router,
other routers cannot see the individual user interests. This allows applications to be
developed that have user privacy as a primary design requirement.

Adding a service type, to the architecture is simple, requiring only the ability to
express the interest profile appropriately. One such class of applications would be

location-aware services.?

This motivates the example given in Section 3.2 (Figures
3.2 and 3.4). To provide this location-aware service, the interest profile need only be
aggregated with the location of the end user. If there are any concert annoucemnts in the
region with content descriptor having location information, then relevant information
will be forwarded to the user.

Many currently-available systems store and disseminate buy or sell type of queries.
This system is capable of handling those type of queries also. But in addition to this,
people could have long term interests also. Because of this long term interests, people
can form small interest groups. We could have a ranking (or voting) engine in the end

applications with which certain content sources are assigned ranking by voting. This

way “bad” content sources will not be able to mislead people.

In Location-aware services, information is sent to end entity based on its location preferences.
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Chapter 5

Analysis and Performance Evaluation

Operating in the Semantic Domain requires a different approach to reporting perfor-
mance of a system. Raw “bandwidth” is no longer a useful term, nor are purely packet
based statistics. This Chapter provides an initial theoretical analysis of the problem
of filtering in this domain and method for comparing with publish/subscribe systems.
Section 5.2 explains a prototype implementation with section 5.3 and 5.4 explaining

the evaluation criteria and interpretation of the results respectively.

5.1 Selectivity of Interest Profile

We define the Selectivity S of an interest profile as the ratio of the number of input pack-
ets to the number of output packets matching that profile. For example, a selectivity
of 1,000 means that only 1 in every 1,000 packets matches the profile. A binary-valued
node in a filter is a node which acts as a selector i.e. either it is present or absent giving
a binary value. Assuming a uniform distribution, a binary-valued node in a tree will
have a selectivity of 2 (i.e. it will reject 50% of the packets). Selecting a range r from a
uniformly distributed range R will have a selectivity of R/r (i.e. selecting temperature
> 90, from a temperature uniformly in the range 0---100 will accept only 1 value in
every 10, giving a selectivity of 10).

If the distributions of values in the nodes are not correlated (i.e. each of the distri-
bution of values in each node is independent of the values in any of the other nodes),
then the selectivity of multiple profiles, one per node, is the product of the individual
selectivities. For example, filtering on two binary nodes will select 1 value in 4, or 22.
Filtering on two nodes of selectivity 10 will select 1 value in 100, or 102.

In order to estimate the complexity of the matching problem, it is necessary to
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determine the number of nodes in the tree that must be examined in order to achieve
a specified selectivity. This can be done as follows:

Let N be the number of nodes in the tree. Let p; be the fraction of nodes having a
filter of selectivity @;. Then the number of nodes having selectivity @); is Np; and the

selectivity of those nodes is given by

Si = Q"7

and the total selectivity S is given by

s = IIsi=][@"
i %
InS = Y mQ"?=> Np; nQ;
] %

7
InS = N p InQ;
7
InS
N = ——~
Zipi InQ;

which means that number of nodes required in the tree is sublinear in the selectivity.
Non-binary selectivities can also arise when filtering is applied to a node that can
take multiple discrete values. For example a color field, with values red, orange, yellow,
green, blue, purple will have a selectivity of 6 in a uniform distribution. In the case
of a non-uniform distribution, the selectivity is determined by the fraction of packets
accepted. Given a probability density function over the value space, then the selectivity

of a range of values [a---b] is defined by:

1
S=——

J p(x) dz
In the previous example, if 50% of the values were color = red then the selectivity
of red in the query would be 2, not 6.
In channel-based publish-subscribe systems, a single channel is created for an inter-
est, to which people can subscribe, and receive relevant contents. Content producers
publish relevant contents to this channel. Internally this channel is usually mapped to

an IP multicast address. Let, £ be the number of different multicast addresses possible.
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Then using the above definition of selectivity, the selectivity of filtering in channel-based

publish-subscribe systems is the number of TP multicast addresses possible i.e.
S==z

or to select one particular packet (interest) one has to look at z different packets. The
matching operation on this multicast channel is very simple. In fact, it is implicit
because of the mapping from multicast group address to normal IP address handled
by the network routers. If some data is sent to the multicast address then everyone
subscribed to the group receives the data. However, x can be quite large. Managing
such large number of IP multicast addresses and maintaining the unique and consistent
mapping of these multicast addresses to interests is not a trivial task. Also, each has
to maintain entry for each of the group addresses' at the routers potentially consuming
a large proportion of the available router memory. These problems need to be solved
first to achieve scalability.

Because of problems with channel-based publish-subscribe systems, the research
community is considering content-based pub-sub systems. In a content-based pub-
sub system, no mapping is done to a single IP multicast address. Instead, there are
content-based addresses. The pub-sub middleware takes the responsibility of handling

such content-based addresses. An example of such address could be

(company = "IBM") and
(price < 120) and

(volume > 1000)

These addresses use boolean operators like “and” and “or” to create more expressive
addresses. The expressiveness of such content-based addresses could be comparable to
the semantic addresses of the present work except that semantic addresses are based on
taxonomy and using standardized schemas, expressed in tree. In contrast, content-based

addresses, are mere lists of attributes (name-value pairs). The inclusion of semantic

"Multicast addresses fall outside the normal subnet-style routing algorithm, so no similar concepts
of subnetting and supernetting apply.
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parents? on top of this list (as in semantic addresses) not only increases the selectivity
but helps while forwarding and routing also. With addition of structured selector
nodes, the address becomes hierarchical. Then matching (or forwarding) operations can
become efficient. The forwarding operation can easily eliminate packets which might
get dropped eventually by comparing the selector nodes. The routing (or aggregation)
operation will also be able to efficiently aggregate different interest profiles using these
selector nodes. With content-based addresses there is hardly any difference between

(company = ¢‘IBM’’) of stock schema and product schema. But with semantic
addresses they are different and aggregation takes that into account. On the other
hand, this addition of selector nodes might increase the number of operations required
to match the whole packet but we feel that this is worth the effort. This can be done
easily at the slight expense of size of each address, because adding these additional
nodes increases the size of semantic address.

Creating and managing a semantic network requires little effort because there is no
static mapping of channels, as in channel-based pub-sub and no need to define schemas
and maintain them, as in content-based pub-sub. The process of aggregation takes
care of different interest profiles. Whenever profiles change there is no need to remap
them to new multicast address as in channel-based pub-sub. Scalability of a semantic
network is also very high as explained in section 3.5, in contrast to channel-based pub-
sub, where the state to be maintained at the routers and static mapping of multicast
addresses creates a major scalability problem. For content-based pub-sub, scalability
ought to be high because of content-based addresses, but for a larger system, matching
the number of subscriptions against a single event is a problem. These observations are

summarized in table 5.1 where,
e 1. = number of nodes in Content-based pub-sub
e N = number of nodes in Semantic Networking; N > n

e z = number of multicast addresses possible

2gee Section 3.2 for more details.
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Property Channel-based | Content-based | Semantic Networking
Expressiveness x very high very high

Size of Address single number n nodes N nodes
Management Complexity very high high very low
Matching Complexity very low high higher
Scalability very low medium very high

Table 5.1: Comparison of Different Approaches

5.2 Prototype Implementation

A prototype border semantic router was implemented to investigate different design
issues and to run some performance analysis. The entire implementation was done
in Java (jdk1.3.1) [25] language with Hotspot VM. The software runs on normal PCs
having dual pentium 1GHz processors and 512 MB RAM. In the implemented config-
uration, there were three border routers running on three separate PCs. The content

server ran on a separate machine. The setup is shown in Figure 5.1.

5.2.1 Scenario

For the testing and evaluation of our semantic network system, we used an application
developed for a Government Agency, that deals with maps & geopositional data. The
agency has divided the whole world into regions and each region has several subregions.
Each subregion is expressed using 2-digits and consists of several charts having a 5-
digit chart id. As the region of a particular chart id changes, the agency publishes a
correction for the chart. All these charts are compiled into a single volume every week
and sent to all the organizations and individuals who want to know about changes in
particular regions. Thus, one gets all the information even if one is interested only in a

particular chart.

In the application, the organizations and individuals interested in getting content,
express their interest profile to the semantic network. Each interest profile can have
arbitrary number of subregions and charts. A sample interest profile is shown in Figure

5.2. Whenever data associated with a chart changes, the change is sent into the semantic
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Figure 5.1: Demonstration Setup

network in real-time. The network delivers these updates to those who have expressed
an interest in such content. Those who have not expressed an interest do not receive

anything, so saving their bandwidth and time.

5.3 Ewvaluation

In a semantic router, there is an interest profile associated with each port which acts as
a filter for the data packets which will go out of that port to the next semantic router.

Therefore, the load at a semantic router should be:

e proportional to number of outgoing ports

e proportional to the selectivity of interest profile.
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1:<?xml version="1.0" encoding="UTF-8"7>
2:<rdf :RDF xmlns:rdf="http://www.w3.org/TR/WD-rdf-syntax#"

27:
28:

xmlns:op="http://schema.SemanticRouting.net/operations/1.0"
xmlns:m="http://schema.SemanticRouting.net/map/1.0">
<rdf :Description>
<m:map>
<m:chart_correction>
<op:or>
<m:region>
<m:id><op:string-match>2</op:string-match></m:id>
<m:subregion>
<m:id><op:string-match>24</op:string-match></m:id>
</m:subregion>
</m:region>
<m:region>
<m:id><op:string-match>6</op:string-match></m:id>
<m:subregion>
<m:id><op:string-match>67</op:string-match></m:id>
<m:chart>
<m:id><op:string-match>67888</op:string-match></m:id>
</m:chart>
</m:subregion>
</m:region>
</op:or>
</m:chart_correction>
</m:map>
</rdf :Description>
</rdf :RDF>

Figure 5.2: Sample Interest Profile for a Subscriber to Receive Updates for Chart 67888

Thus we obtain the expression,

L x Sp

and adding the constant of proportionality it becomes,

L=p3Sp

where,

e L = Load at a semantic router expressed as percentage cpu load
e S = Selectivity of interest profile

e p = number of output ports at the semantic router
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e B = constant depending upon the depth, width and number of nodes in the

interest profile and content descriptor trees.

In order to evaluate the above equation, several experiments were performed using
the setup in figure 5.1. Five different configurations were used, each with two different
interest profile combinations. The number of content sources feeding into router 1 were
increased from one to five in each of these configurations. In one experiment, the four
users had totally different profiles and in another experiment they had exactly the same
profiles. Each experiment was run untill the data set of around 3000 files was exhausted.
The distribution of packet sizes are shown in figure 5.3 (Header size) and 5.4 (Total
size). The header size remains almost constant but, the total size, which includes the
payload, varies considerably, representing the different formats in which the data is
distributed. The routers periodically reported their load and network statistics to an
audit unit which stored them as files for later plotting. The loads were measured on the
routers for the two cpus as percentages of available cpu cycles. The network statistics

comprised the number of packets in/out and bytes in/out.
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Figure 5.3: Packet Header Size Distribution
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Figure 5.4: Total Packet Size Distribution

Graph 5.5 shows percentage average load of both CPUs in Border Routerl, which is
the bottleneck® router, plotted against the selectivity. The y-axis shows average taken
of total of individual loads (user load + system load) on both CPUs. The x-axis shows
the selectivity (defined in section 5.1). These values are measured based on the packets
entering the router 1 and packets being delivered to the end users. We have measured
packets and not the bytes because, a packet (containing descriptor) represents the data

being operated upon. The payload is just transferred as it is.

Graph 5.6 shows percentage CPU loads plotted when all the profiles are different.
Except that now the values on y-axis are higher, it does not give any additional insight
into the working. Graphs 5.7 to 5.9 show the percentage CPU loads against selectivity
for various combinations of profiles and data sources but nothing useful can be deduced

from these graphs.

31t has aggregated profiles of all other routers so anything which is not required by the users will
be filtered over here the router. That is why it has maximum filtering responsibility and we consider it
the bottleneck.
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Figure 5.5: Load versus Selectivity (All Profiles Same; One Data Source)

5.3.1 Explanation for Randomness

The random results of the graphs 5.5 to 5.9 call into question the proportionality of load
(L) to selectivity (S). As explained, selectivity is defined as the number of input packets
required to deliver a packet to the user. This occurs when a packet match outcome is
true (i.e. there is some interest in the content of the packet downstream). However
given that all packets must be examined, the additional load imposed by a successful
match (i.e. the forwarding cost), compared to an unsuccessful match, is minimal. This

suggests that only the input packet rate is relevant.

Graph 5.10 shows the results of plotting percentage CPU load against the number of
input packets per second. Although, the points are scattered, a straight line can be fitted
as shown. The load is the load due to filtering happening at both the outgoing ports of
Routerl. In publish-subscribe case, the filtering load would be twice as large because
of subscriptions of two different users from both the routers. Because of aggregation,

we can have filtering load linear in terms of number of ports as can be seen.

As can be seen from graphs 5.10 to 5.19, the variation of percentage cpu load against

the number of input packets per second is almost a straight line as evident with the fit.



42

| | |
ﬁoad (user+system)  +
40 + + +

Avg. CPU load (%)

L | | | | | | | |
1 1.5 2 2.5 3 3.5 4 4.5 S 9.9

Selectivity

Figure 5.6: Load versus Selectivity (All Profiles Different; One Data Source)

The error estimates of the straight line (expressed as I(z) = mz + yp) fit are given in

table 5.2.

5.4 Interpretation of Results

The straight line fit in graphs 5.10 to 5.19 (of average CPU load against input packet
rate) shows that there is a linear relation between load on the router and input packet

rate. Then our conjectured load equation L = 8Sp becomes

L=pIp

where,

e | = input packet rate.
Comparing this equation with [(z) = mx + yo we can rewrite our load equation as,

L=ppl+l
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Figure 5.7: Load versus Selectivity (All Profiles Same; Two Data Sources)

where,

e [y = yo = initial load on the system.
e m=[3p

Error estimates in table 5.2 show that the slopes of straight line fit are quite accurate
values. The yy values have very high error because at low input packet rate the size of
packet influences the load values more compared to higher packet rate. The prefiltering
optimization explained in section 3.5.1 would reduce the gradient even further. If the
aggregate interest profile is stored at the router as a prefilter, it can be used to reduce
filtering waste. This will be especially beneficial when there are lot of ports at the

router and most of them are dropping packets.
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Figure 5.8: Load versus Selectivity (All Profiles Different; Four Data Sources)
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Figure 5.12: Load versus Input Packet Rate (All Profiles Same; Two Data Sources)
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Figure 5.13: Load versus Input Packet Rate (All Profiles Different; Two Data Sources)
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Figure 5.16: Load versus Input Packet Rate (All Profiles Same; Four Data Sources)
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Figure 5.17: Load versus Input Packet Rate (All Profiles Different; Four Data Sources)
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Graph m | Asymptotic Std Error 1o | Asymptotic Std Error
Figure 5.10 | 0.1307 +/- 0.0005 (0.41%) | 0.39 +/- 0.06 (16.29%)
Figure 5.11 | 0.1138 +/- 0.0018 (1.66%) | 0.44 +/- 0.27 (62.60%)
Figure 5.12 | 0.1401 +/- 0.0012 (0.87%) | 0.61 +/- 0.23 (37.57%)
Figure 5.13 | 0.1494 +/- 0.0014 (0.95%) | 0.99 +/- 0.26 (26.69%)
Figure 5.14 | 0.1680 +/- 0.0025 (1.50%) | 0.38 +/- 0.46 (120.3%)
Figure 5.15 | 0.1748 +/- 0.0016 (0.93%) | 0.46 +/- 0.32 (70.36%)
Figure 5.16 | 0.1907 +/- 0.0025 (1.31%) | 0.80 +/- 0.53 (66.27%)
Figure 5.17 | 0.2011 +/-0.0023 (1.17%) | 1.07 +/- 0.50 (47.02%)
Figure 5.18 | 0.1967 +/- 0.0032 (1.64%) | 0.53 +/- 0.67 (127.0%)
Figure 5.19 | 0.1935 +/- 0.0030 (1.55%) | 0.60 +/- 0.63 (104.7%)

Table 5.2: Error Estimates of CPU Load Against Input Packet Rate
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Chapter 6

Conclusion

This thesis has explored the problem of large-scale, relevant information delivery. It
compared various approaches that can go towards solving the problem and listed their
advantages and shortcomings. Taking lessons from all those shortcomings, led to the
proposition of a Semantic Networking as a new solution. The new addressing scheme,
semantic addressing, was also explained as were the forwarding and routing algorithms
for this network, outlining points of scalability. The architecture of semantic networking
with feature of semantic multicast was also discussed. A prototype implementation of a
single semantic router was evaluated according to chosen performance methodology. We
concentrated on single semantic router leaving exploration of network-wide algorithms

for the future work 6.1.

Certain metrics for the performance evaluation of a semantic router were defined.
In particular, selectivity of an interest profile, which is an important part in determin-
ing the performance of the router, was defined. Using the prototype implementation,
experiments measured the performance of the router. The initial results that used se-
lectivity as the free variable were not promising and nothing could be determined from
those results. Following further analysis of the specific problems it was found that load
on a router is proportional to input packet rate. This was explained by determining
that the difference in time for comparison of a successful match and an unsuccessful
match was negligible. This meant that selectivity was not good measure for the setup.
To determine the importance of selectivity, a more sophisticated data generator, which
with input distributions, can produce interest profiles and data packets, needs to be

developed. This is left of the future work.
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6.1 Future Work

This thesis is not a comprehensive exploration of the problem, rather it aims to start
a new trend in the research community, and so proposes an extensive list of possible
future research items. Selectivity, an important measure of an interest profile needs
to be looked at more closely. In particular, the data generator, mentioned above, once
developed can be used for testing and evaluation of semantic network thoroughly. Along
with selectivity, affinity of two interest profiles is an important metric. This needs to
be properly defined as a quantity that can be measured and compared. This brings
in the semantic aspect. Relevancy of information and meaning (implied or direct) of
an interest profile need to be further investigated mainly by information retrieval and
artificial intelligence community.

Testing of the routing and forwarding algorithms will be an important topic. New
algorithms for a generic cyclic network need to be researched. Also, the end-to-end
behavior needs to be correlated with hop-by-hop behavior. The implications of dropping
packets at individual routers needs to be studied in terms of end-to-end behavior. When
viewing from end-to-end perspective, reliability of data transfer needs to be explored.
Propagation or settling time of interest profile in the network, resulting in incorrect
data reception should be researched. The size and frequency of interest profile exchange
which takes place to set up the state at the routers will affect the processing requirement
on individual routers. This traffic is just control traffic and should be as small as possible
[33]. The need for real-time communication requires a closer look at the delay versus

number of hops tradeoff.
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